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Challenge:

Detect effects of cosmic neutrinos (signal)
vs atmospheric muons (background)

 “big data” binary classification task

Which feature selection method?
best first + gain ratio, greedy stepwise + CFS subset . . .

Which classifier?
k-NN, SVM, random forest . . .

Which hyperparameter settings?
#trees, #features, ...

Holger Hoos: Machine Learning & Optimisation 4





Research goal:

Take computation to the next level,

by combining machine learning and optimisation,

human ingenuity and computational power

+
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Automated Selection and Hyper-Parameter
Optimization of Machine Learning Algorithms
Thornton, Hutter, HH, Leyton-Brown (2012–13)

Fundamental problem:

Which of many available algorithms (models) applicable to
given machine learning problem to use, and with which
hyper-parameter settings?

Example: WEKA contains 39 classification algorithms,
Example: 3× 8 feature selection methods

Key idea:

simultaneously solve algorithm selection
+ hyperparameter optimisation problem
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Auto-WEKA approach:

I model space of all combinations of classification algorithms,
feature selection methods as single parametric algorithm

I select between the 39× 3× 8 algorithms using high-level
categorical choices

I consider hyper-parameters for each algorithm

I solve resulting algorithm configuration problem using
general-purpose configuration procedure

Automated configuration process:

I configurator: SMAC (Hutter, HH, Leyton-Brown 2011–13)

I objective: minimise cross-validated mean error rate

I time budget: 4× 30 CPU hours
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Selected results (mean error rate in %)

Auto-WEKA

Dataset #Instances #Features #Classes Best Def. TPE SMAC

Semeion 1115+478 256 10 8.18 8.26 5.08

KR-vs-KP 2237+959 37 2 0.31 0.54 0.31

Waveform 3500+1500 40 3 14.40 14.23 14.42

Gisette 4900+2100 5000 2 2.81 3.94 2.24

MNIST Basic 12k+50k 784 10 5.19 12.28 3.64

CIFAR-10 50k+10k 3072 10 64.27 66.01 61.15

Auto-WEKA better than full grid search in 15/21 cases

Further details: Thornton et al. 2013 KDD paper
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Auto-WEKA ...

I beats best choice from large set of ML algorithms with default
hyper-parameter settings

I beats full grid search over all algorithms, hyper-parameters;
also beats random search (Brooks 58; Bergstra & Bengio 12)

I effectively solves combined algorithm selection
+ hyper-parameter optimisation problem
on standard 4-core machine in less than 1.5 days

Note:

I general-purpose algorithm configurator (SMAC) outperforms
best method from ML literature (TPE, Bergstra et al. 2011)
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Per-instance algorithm selection

selector

component
algorithms

feature extractor
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Methods for per-instance selection:

I classification-based: predict the best solver,
e.g., using . . .

I decision trees
(Guerri & Milano 2004)

I case-based reasoning
(Gebruers et al. 2004)

I (weighted) k-nearest neighbours

(Malitsky et al. 2011; Kadioglu et al. 2011)

I pairwise cost-sensitive decision forests + voting
(Xu, Hutter, HH, Leyton-Brown 2012)

I regression-based: predict performance for each solver,
select the one predicted to be best

(Leyton-Brown et al. 2003; Xu, Hutter, HH, Leyton-Brown 2007–9)
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SATzilla 2007–9 (Xu, Hutter, HH, Leyton-Brown):

I consider propositional satisfiability, one of the most prominent
NP-hard problems; important applications in verification

I use state-of-the-art complete (DPLL/CDCL) and incomplete
(local search) SAT solvers

I extract (up to) 84 polytime-computable instance features

I use ridge regression on selected features to predict solver
run-times from instance features
(one model per solver)

I run solver with best predicted performance

 prizes in 5 of the 9 main categories of the 2009 SAT Solver
Competition (3 gold, 2 silver medals)
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Selection based on classification seems easier, but . . .

I cost of misclassification matters
 cost-based classification

I > 2 candidate algorithms
 multiclass classification; here: one-vs-one reduction
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SATzilla 2011–12 (Xu, Hutter, HH, Leyton-Brown 2012):

I uses cost-based decision forests to directly select solver
based on features

I one predictive model for each pair of solvers (which is better?)

I majority voting (over pairwise predictions) to select
solver to be run

 1st prizes in 2 of the 3 main tracks, 2nd in the 3rd main track,
1st in the sequential portfolio track of the 2012 SAT Challenge
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Algorithm configuration

Observation: Many algorithms have parameters
(sometimes hidden / hardwired) whose settings
affect performance

Challenge: Find parameter settings that achieve good / optimal
performance on given type of input data

Example: IBM ILOG CPLEX

I widely used industrial optimisation software

I exact solver, based on sophisticated branch & cut algorithm
and numerous heuristics

I 159 parameters, 81 directly control search process

I find parameter settings that solve MIP-encoded wildlife
corridor construction problems as fast as possible
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The algorithm configuration problem

Given:

I parameterised target algorithm A
with configuration space C

I set of (training) inputs I

I performance metric m
(w.l.o.g. to be minimised)

Want: c∗ ∈ argminc∈C m(A[c], I )
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Algorithm configuration is challenging:

I size of configuration space

I parameter interactions

I discrete / categorical parameters

I conditional parameters

I performance varies across inputs (problem instances)

I evaluating poor configurations can be very costly

I censored algorithm runs

 standard optimisation methods are insufficient
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Algorithm configuration approaches

I Sampling methods
(e.g., REVAC, REVAC++ – Nannen & Eiben 06–09)

I Racing
(e.g., F-Race – Birattari, Stützle, Paquete, Varrentrapp 02;

Iterative F-Race – Balaprakash, Birattari, Stützle 07)

I Model-free search
(e.g., ParamILS – Hutter, HH, Stützle 07;

Hutter, HH, Leyton-Brown, Stützle 09;
MV-MADS – Abramson, Audet, Chrissis, Walston 09)

I Sequential model-based (aka Bayesian) optimisation
(e.g., SPO – Bartz-Beielstein 06; SMAC – Hutter, HH, Leyton-Brown 11–12)

Holger Hoos: Machine Learning & Optimisation 22



Iterated Local Search

(Initialisation)
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Iterated Local Search

(Local Search)
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Iterated Local Search

(Perturbation)
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Iterated Local Search

(Local Search)
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Iterated Local Search

(Local Search)
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Iterated Local Search

?

Selection (using Acceptance Criterion)
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Iterated Local Search

(Perturbation)
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ParamILS

I iterated local search in configuration space

I initialisation: pick best of default + R random configurations

I subsidiary local search: iterative first improvement,
change one parameter in each step

I perturbation: change s randomly chosen parameters

I acceptance criterion: always select better configuration

I number of runs per configuration increases over time;
ensure that incumbent always has same number of runs
as challengers (cf. racing)
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CPLEX on Wildlife Corridor Design
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 52.3× speedup on average!
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Sequential model-based optimisation
e.g., Jones (1998), Bartz-Beielstein (2006)

I Key idea:
use predictive performance model (response surface model) to
find good configurations

I perform runs for selected configurations (initial design)
and fit model (e.g., noise-free Gaussian process model)

I iteratively select promising configuration,
perform run and update model
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Sequential Model-based Optimisation

parameter response

measured

(Initialisation)
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Sequential Model-based Optimisation

parameter response

model

predicted best

measured

(Initialisation)
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Sequential Model-based Optimisation
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Sequential Model-based Optimisation

parameter response

model

predicted best

measured

(Initialisation)
Holger Hoos: Machine Learning & Optimisation 27



Sequential Model-based Optimisation

parameter response

model

predicted best

measured

new incumbent found!

(Initialisation)
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Sequential Model-based Algorithm Configuration (SMAC)
Hutter, HH, Leyton-Brown (2011)

I uses random forest model to predict performance
of parameter configurations

I predictions based on algorithm parameters and instance
features, aggregated across instances

I finds promising configurations based on expected improvement
criterion, using multi-start local search and random sampling

I impose time-limit for algorithm based on
performance observed so far (adaptive capping)

I initialisation with single configuration
(algorithm default or randomly chosen)
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Selected results (mean error rate in %)

Auto-WEKA

Dataset #Instances #Features #Classes Best Def. TPE SMAC

Semeion 1115+478 256 10 8.18 8.26 5.08

KR-vs-KP 2237+959 37 2 0.31 0.54 0.31

Waveform 3500+1500 40 3 14.40 14.23 14.42

Gisette 4900+2100 5000 2 2.81 3.94 2.24

MNIST Basic 12k+50k 784 10 5.19 12.28 3.64

CIFAR-10 50k+10k 3072 10 64.27 66.01 61.15

Auto-WEKA better than full grid search in 15/21 cases

Further details: Thornton et al. 2013 KDD paper
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Programming by Optimisation (PbO)
HH (2010 – present)

Key idea:

I program  (large) space of programs

I encourage software developers to
I avoid premature commitment to design choices
I seek & maintain design alternatives

I automatically find performance-optimising designs
for given use context(s)
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Levels of PbO:

Level 4: Make no design choice prematurely that
cannot be justified compellingly.

Level 3: Strive to provide design choices and
alternatives.

Level 2: Keep and expose design choices considered
during software development.

Level 1: Expose design choices hardwired into
existing code (magic constants, hidden
parameters, abandoned design alternatives).

Level 0: Optimise settings of parameters exposed
by existing software.
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Success in optimising speed:

Application, Design choices Speedup PbO level

SAT-based software verification (Spear), 41
Hutter, Babić, HH, Hu (2007)

4.5–500 × 2–3

AI Planning (LPG), 62
Vallati, Fawcett, Gerevini, HH, Saetti (2011)

3–118 × 1

Mixed integer programming (CPLEX), 76
Hutter, HH, Leyton-Brown (2010)

2–52 × 0

... and solution quality:

University timetabling, 18 design choices, PbO level 2–3
 new state of the art; UBC exam scheduling
Fawcett, Chiarandini, HH (2009)

Machine learning / Classification, 786 design choices, PbO level 0–1
 outperforms specialised model selection & hyper-parameter optimisation
 methods from machine learning
Thornton, Hutter, HH, Leyton-Brown (2012–13)
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Further successful applications:

I macro learning in planning (Alhossaini & Beck 2012)

I garbage collection in Java (Lengauer & Mössenböck 2014)

I kidney exchange (Dickerson et al. 2012)
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Software development in the PbO paradigm

use context

PbO-<L>
source(s)

parametric
<L>

 source(s)

instantiated
<L>

 source(s)

deployed
executable

design
space

description

   PbO-<L>
   weaver

PbO 
design

optimiser

benchmark
inputs
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application context

plannerplanner
solver

optimised
solver

parallel
portfolio

instance-
based

selector

design space 
of solvers
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application context

plannerplanner

optimised
solver

parallel
portfolio

instance-
based

selector

design space 
of solvers
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Which choices matter?

Observation: Some design choices matter more than others

depending on . . .

I algorithm under consideration

I given use context

Knowledge which choices / parameters matter may . . .

I guide algorithm development

I facilitate configuration
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3 recent approaches:

I Forward selection based on empirical performance models
Hutter, HH, Leyton-Brown (2013)

I Functional ANOVA based on empirical performance models
Hutter, HH, Leyton-Brown (2014)

I Ablation analysis
Fawcett, HH (2013)
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Ablation analysis

Fawcett, HH (2013)

Key idea:

I given two configurations, A and B, change one parameter
at a time to get from A to B

 ablation path

I in each step, change parameter to achieve maximal gain
(or minimal loss) in performance

I for computational efficiency, use racing (F-race)
for evaluating parameters considered in each step
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Empirical study:

I high-performance solvers for SAT, MIP, AI Planning
(26–76 parameters),
well-known sets of benchmark data (real-world structure)

I optimised configurations obtained from ParamILS
(minimisation of penalised average running time;
(10 runs per scenario, 48 CPU hours each)

Holger Hoos: Machine Learning & Optimisation 41





Which parameters are important?

CPLEX on CORLAT instances:

I mip cuts covers (7.5 × speedup)

I mip strategy heuristicfreq (2.9 × speedup)

I simplex dgradient (2.9 × speedup)

Note:
Importance of parameters varies between types of MIP instances
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Recap

1. Selection and configuration of machine learning algorithms

2. Algorithm selection

3. Algorithm configuration

4. Programming by Optimisation

5. Understanding automatically optimised algorithm designs
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Machine 
Learning

Optimisation

better machine learning algorithms
Auto-WEKA, . . .

better optimisation algorithms
CPLEX, SMAC, . . .

new approach to algorithm design
Programming by Optimisation
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preprocessing!
(attribute filtering, precuts, 

subsampling)!

N/A imputation

feature selection

rebalancing

classification

thresholding . . . 

IceCube 
detector

Bischl, HH, Lang, Trautmann (work in progress)
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We’ve come a long way . . .



1903 – Wright Flyer



1961 – Launch of Vostok 1



1946 – ENIAC



2007 – Launch of iPhone



1950 – 2.5 Billion People on Earth, 30% in Cities



2010 – 7 Billion People on Earth, 50% in Cities



we need to be smart

computation is key

we need learning + optimisation



La machine, qui semblait d’abord l’en écarter,
le soumet avec plus de rigueur encore

aux grands problèmes naturels.

The machine does not isolate us
from the great problems of nature,

but plunges us even more deeply into them.

Antoine de Saint-Exupéry (1939)
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