Chapter 15

Sequential Model-Based Parameter
Optimization: an Experimental Investigation of
Automated and Interactive Approaches
Frank Hutter, Thomas Bartz-Beielstein, Holger H. Hoos, Kevin Leyton-Brown, and
Kevin P. Murphy

Abstract This work experimentally investigates model-based approaches for optimizing the performance of parameterized randomized algorithms. Such approaches
build a response surface model and use this model for ﬁnding good parameter settings of the given algorithm. We evaluated two methods from the literature that
are based on Gaussian process models: sequential parameter optimization (SPO)
(Bartz-Beielstein et al. 2005) and sequential Kriging optimization (SKO) (Huang
et al. 2006). SPO performed better “out-of-the-box,” whereas SKO was competitive
when response values were log transformed. We then investigated key design decisions within the SPO paradigm, characterizing the performance consequences of
each. Based on these ﬁndings, we propose a new version of SPO, dubbed SPO+ ,
which extends SPO with a novel intensiﬁcation procedure and a log-transformed
objective function. In a domain for which performance results for other (modelfree) parameter optimization approaches are available, we demonstrate that SPO+
achieves state-of-the-art performance. Finally, we compare this automated parameter tuning approach to an interactive, manual process that makes use of classical
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regression techniques. This interactive approach is particularly useful when only
a relatively small number of parameter conﬁgurations can be evaluated. Because
it can relatively quickly draw attention to important parameters and parameter interactions, it can help experts gain insights into the parameter response of a given
algorithm and identify reasonable parameter settings.

15.1 Introduction
Many high-performance algorithms—and, in particular, many heuristic solvers for
computationally challenging problems—expose parameters to allow end users to
adapt the algorithm to target applications. Optimizing parameter settings is thus
an important task in the context of developing, evaluating and applying such algorithms. Recently, a substantial amount of research has been aimed at deﬁning
effective, automated procedures for parameter optimization (also called algorithm
conﬁguration or parameter tuning). More speciﬁcally, the goal is to ﬁnd parameter
settings of a given target algorithm that optimize a given performance metric on a
given set (or distribution) of problem instances. The performance metric is usually
based on the runtime required to solve a problem instance or—in the case of optimization problems—on the solution quality achieved within a given time budget.
Several variations of this problem have been investigated in the literature. These
formulations vary in the number and type of target algorithm parameters allowed.
Much existing work deals with relatively small numbers of numerical (often continuous) parameters; see, e.g., Coy et al. (2001), Audet and Orban (2006), Adenso-Diaz
and Laguna (2006). Some relatively recent approaches permit both larger numbers
of parameters and categorical domains; see, e.g., Birattari et al. (2002), Beielstein
(2003), Bartz-Beielstein and Markon (2004), Bartz-Beielstein et al. (2004c), Hutter et al. (2007, 2009b). A different problem formulation also permits parameter
adaptation on a per-instance basis; see, e.g., Hutter et al. (2006).
Approaches also differ in whether or not explicit models (so-called response
surfaces) are used to describe the dependence of target algorithm performance on
parameter settings. There has been a substantial amount of work on both modelfree and model-based approaches. Some notable model-free approaches include
F-Race by Birattari et al. (2002), Balaprakash et al. (2007), C ALIBRA by AdensoDiaz and Laguna (2006), and ParamILS by Hutter et al. (2007). State-of-the-art
model-based approaches use Gaussian stochastic processes (also known as Kriging models) to ﬁt a response surface model. These models aim to minimize the
mean squared error between predicted and actual responses, using a nonparametric function to represent the mean response. One particularly popular and widely
studied version of Gaussian stochastic process models in the statistics literature is
known under the acronym DACE, for design and analysis of computer experiments
(Sacks et al. 1989). Combining such a predictive model with sequential decisions
about the most promising next design point (often based on a so-called expected improvement criterion) gives rise to a sequential optimization approach. An inﬂuential
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contribution in this ﬁeld was the efﬁcient global optimization (EGO) procedure by
Jones et al. (1998), which addressed the optimization of deterministic black-box
functions. In the context of parameter optimization, EGO could be used to optimize
deterministic algorithms with continuous parameters on a single problem instance.
Two independent lines of work extended EGO to noisy functions, which in the context of parameter optimization, allow the consideration of randomized algorithms:
the sequential Kriging optimization (SKO) algorithm by Huang et al. (2006), and
the sequential parameter optimization (SPO) procedure by Bartz-Beielstein et al.
(2004b, 2005).
In the ﬁrst part of this chapter, we maintain this focus on Gaussian process (GP)
models; while in the second part, we consider the use of classical models in an
interactive approach. Throughout, we limit ourselves to the simple case of only
one problem instance. Such an instance may be chosen as representative of a set
or distribution of similar instances. This restriction allows us to sidestep problems
arising from performance variation across a set or distribution of problem instances
and to focus on other core conceptual issues, while retaining signiﬁcant practical
relevance. (The management of such variation is an interesting and important topic
of study; indeed, we have already begun to investigate it in our ongoing work. We
note that this problem can be addressed by the algorithm of Williams et al. (2000),
though only in the case of deterministic target algorithms.)
This chapter leverages our own previous work in a number of ways. In particular, a short version of Sects. 15.1–15.5 was published by Hutter et al. (2009a).
Here, we formalize mathematical and algorithmic concepts from that paper much
more thoroughly and provide more details throughout. The general sequential optimization approach using Kriging models has a long tradition in the statistics literature (Mockus et al. 1978, Jones et al. 1998) and was adapted to the optimization
of algorithm parameters by Bartz-Beielstein et al. (2004a,b). Bartz-Beielstein et al.
(2005) summarized results from SPO applications in various problem domains and
Bartz-Beielstein (2006) described SPO’s methodology in detail. Bartz-Beielstein
and Preuss (2006) and Bartz-Beielstein et al. (2008b) studied the allocation of a
ﬁxed computational budget to SPO’s initial design and to the evaluation of each
parameter setting. The interactive approach used in Sect. 15.6 was ﬁrst presented
by Beielstein (2003), Bartz-Beielstein (2003), and Bartz-Beielstein and Markon
(2004).
In the following, we use the term sequential parameter optimization (SPO) to
refer to the methodological framework, i.e., a sequential approach to improve and
understand an algorithm’s performance by optimizing its parameters. The sequential
parameter optimization toolbox (SPOT) is a software framework supporting both
automated and interactive applications of this approach. Further discussion of SPOT
is offered in Chap. 14, while the general SPO framework is presented in Chap. 2.
Finally, we study three fully-automatic SPO procedures, which we refer to as SPO
0.3, SPO 0.4, and SPO+ . In the ﬁrst part of the chapter, where we study these
procedures in detail, we sometimes also use the term SPO to refer to the algorithmic
framework of which SPO 0.3, SPO 0.4, and SPO+ are instantiations.
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The ﬁrst part of our study thoroughly investigates the two fundamental components of any model-based optimization approach in this setting: the procedure for
building the predictive model and the sequential procedure that uses this model to
ﬁnd performance-optimizing parameter settings of the target algorithm. We begin
in Sect. 15.2 by describing our experimental setup, focusing especially on the two
target algorithms we consider: CMA-ES (Hansen and Ostermeier 1996, Hansen and
Kern 2004), a prominent gradient-free numerical optimization algorithm, and SAPS
(Hutter et al. 2002), a high-performance local search algorithm for the propositional
satisﬁability problem. In Sect. 15.3, we compare the model-based optimization procedures SKO and SPO. Overall, we found that SPO produced more robust results
than SKO in terms of the ﬁnal target algorithm performance achieved. Consequently,
the remainder of our study focuses on the mechanisms that underly SPO.
In Sect. 15.4, we investigate the effectiveness of various methods for determining
the set of parameter settings used for building the initial parameter response model.
Here we found that using more complex initial designs did not consistently lead
to improvements over more naïve methods. More importantly, we also found that
parameter response models built from log-transformed performance measurements
tended to be substantially more accurate than those built from raw data (as used
by SPO). In Sect. 15.5, we turn to the sequential experimental design procedure.
We introduce a simple variation in SPO’s intensiﬁcation mechanism which led to
signiﬁcant and substantial performance improvements. Next, we consider two previous expected improvement criteria for selecting the next parameter setting to evaluate, and derive a new expected improvement criterion speciﬁcally for optimization
based on predictive models trained on log-transformed data. These theoretical improvements, however, did not consistently correspond to improvements in observed
algorithm performance. Nevertheless, we demonstrate that overall, our novel variant
of SPO—dubbed SPO+ —achieved an improvement over the best previously known
results on the SAPS parameter optimization benchmark.
Section 15.6 presents the second part of our study, in which we investigate a different perspective on optimizing the parameters of an algorithm. Speciﬁcally, we
explore the interactive use of statistical tools in parameter optimization, which (like
automated tuning) is also supported by the SPOT. Our approach is based on response surface methodology (RSM), which can be characterized as a collection of
mathematical and statistical techniques that are useful for the modeling and analysis
of problems in which a response of interest is inﬂuenced by several variables and the
objective is to maximize or minimize this response (Montgomery 2001, Beielstein
2003). We show how to assess the relative importance of each parameter as well as
interactions between parameters, and to manually reﬁne the region of interest based
on this knowledge. While the automated tuning option requires nearly no statistical
knowledge, it can be computationally expensive. In contrast, the interactive option
requires some knowledge about statistics (especially classical regression analysis),
but can reduce computational costs and help the algorithm designer to learn which
parameters deserve attention. This is particularly useful in cases where target algorithm evaluations are costly compared to the overall computational resources and
time available for the parameter optimization process.
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Finally, Sect. 15.7 concludes the chapter with a discussion of advantages and
drawbacks of automated and interactive approaches and the identiﬁcation of interesting directions for future work.

15.2 Target Algorithms and Experimental Setup
Our ﬁrst target algorithm was the covariance matrix adaptation evolution strategy
(CMA-ES). CMA-ES is a prominent gradient-free global optimization algorithm for
continuous functions (Hansen and Ostermeier 1996, Hansen and Kern 2004). It is
based on an evolutionary strategy that uses a covariance matrix adaptation scheme.
We used the Matlab implementation CMA-ES 2.54,1 which is integrated into the
SPO toolbox version 0.4 and was used as an example application for parameter optimization in the SPOT manual (Bartz-Beielstein et al. 2008a). CMA-ES has two
obvious parameters: the number of parents, NPARENTS, and a factor NU ≥ 1 relating the number of parents to the population size. (The population size is deﬁned as
NPARENTS × NU + 0.5.) Bartz-Beielstein et al. (2008a) modiﬁed CMA-ES’s
interface to expose two additional parameters: the “learning rate for the cumulation
for the step size control,” CS, and the damping parameter, DAMPS (for details,
see Hansen (2006), where NPARENTS, NU, CS, and DAMPS are called N , ν,
cσ , and dσ , respectively). We used exactly the same region of interest (ROI; also
called experimental region) considered in Bartz-Beielstein et al. (2008a)’s SPOT
example based on CMA-ES. Table 15.1 provides a summary of the target algorithms, parameters, and regions of interest we used.
Table 15.1: Target algorithms, parameters, and the regions of interest (parameter domains) considered
Target algorithm
CMA-ES

SAPS

Parameter
Domain
NPARENTS [1, 50]
NU
[2, 10]
CS
(0, 1]
DAMPS [0.25, 0.99]
α
(1, 1.4]
ρ
[0, 1]
Psmooth
[0, 0.2]
wp
[0, 0.06]

Type
integer
continuous
continuous
continuous
continuous
continuous
continuous
continuous

For each run of CMA-ES, we allowed a limited number of function evaluations
and used the resulting solution quality (i.e., the minimal function value found) as the
response variable to be optimized. We considered four canonical 10-dimensional
1 The newest CMA-ES version, 3.0, differs mostly in its interface and its support of “separable”
CMA (see the change log at http://www.lri.fr/~hansen/cmaes_inmatlab.html).
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test functions with a global minimum function value of zero that were previously used in published evaluations of CMA-ES. Speciﬁcally, we considered the
Sphere function (used in the SPOT example mentioned above) and the Ackley,
Griewangk, and Rastrigin functions (used by Hansen and Kern (2004)). Following Bartz-Beielstein et al. (2008a), for the Sphere function we initialized CMA-ES
at the point [10, ..., 10]T ∈ R10 . To test global search performance, in the other
test functions we initialized CMA-ES further away from the optima, at the point
[20, ..., 20]T ∈ R10 . For the ﬁrst two functions, we optimized mean solution quality
reached by CMA-ES within 1, 000 function evaluations. For the latter two functions, which are more challenging, we set a limit of 10, 000 function evaluations.
This setup is summarized in Table 15.2.
Table 15.2: Experimental setup for the CMA-ES test cases
Test function Dimensionality Initial point [·1 ∈ R10 ] # Function evaluations allowed
Sphere
10
10
1, 000
Ackley
10
20
1, 000
Griewangk
10
20
10, 000
Rastrigin
10
20
10, 000

The second target algorithm we considered was Scaling And Probabilistic Smoothing (SAPS) (Hutter et al. 2002), a high-performance dynamic local search algorithm
for the propositional satisﬁability problem. We used the standard UBCSAT implementation (Tompkins and Hoos 2004) of SAPS and deﬁned the region of interest
(Table 15.1) to closely follow an earlier parameter optimization study of SAPS
by Hutter et al. (2007), with the difference that we did not discretize parameter
values. (Hutter et al. did so because the parameter optimization procedure used in
that work required it.) For SAPS, our goal was to minimize median runtime (measured in local search steps) for solving the “quasigroups with holes” (QWH) SAT
instance used by Hutter et al. (2007). This instance belongs to a family of distributions that has received considerable interest in the SAT community. We chose this
particular instance to facilitate direct comparison of the performance achieved by
the parameter optimization procedures considered here and by Hutter et al. (2007).
To evaluate the quality Q(θ) of a proposed parameter setting θ in an ofﬂine evaluation stage of the algorithm, we always performed additional test runs of the target
algorithm with setting θ. In particular, for the CMA-ES test cases, we computed
Q(θ) as the mean solution cost achieved by CMA-ES using θ across 100 test runs.
For the higher-variance SAPS domain, we computed Q(θ) as the median runtime
achieved by SAPS with setting θ across 1, 000 test runs. We deﬁne the solution cost
ck of a parameter optimization run after k runs of the target algorithm as the quality Q(θ) of the parameter setting θ the method would output if terminated at that
point. The ﬁnal performance of a parameter optimization run is the performance at
the end of the run. In order to measure the performance of a parameter optimization
method, we performed 25 runs of the method with different random seeds, reporting mean and standard deviation of the ﬁnal performance across these 25 repetitions.
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Table 15.3: Summary of notation. The upper part of the table contains symbols used in the pseudocode, the middle part contains SPO parameters, and the lower part general notation
Symbol Meaning
Θ Space of allowable parameter settings (region of interest)
θ Parameter setting, element of Θ
θ i:j Vector of parameter settings, [θ i , θ i+1 , . . . , θ j ]
D Dimensionality of Θ (number of parameters to be tuned)
y Response variable (performance of target algorithm)
history Structure keeping track of target runs executed and responses, as well as incumbents
N (θ) Number of previous target algorithm runs with setting θ ; depends on history
ĉ(θ) Empirical cost statistic over the N (θ) runs with θ (e.g., mean runtime); depends on history
M Predictive model
r Number of repeats in SPO (increases over time). Initial value: SPO parameter
maxR Maximal number of repeats in SPO
d Size of initial design in SPO
m Number of parameter settings to evaluate in each iteration in SPO
p Number of previous parameter setting to evaluate in each iteration of SPO+
Q(θ) Test quality (cost) of parameter setting θ
ck Solution cost Q(θ) of incumbent parameter setting θ at step k

We also performed paired Max-Wilcoxon signed rank tests for differences in ﬁnal
performance. We chose a paired test because, using identical random seeds, the ith
repetition of every parameter optimization method used the same initial design and
response values. For the experiments in Sect. 15.5.3 this pairing did not apply, and
consequently, we used the (unpaired) Mann–Whitney U test instead.

15.3 Existing Methods for Sequential Model-Based Optimization
of Noisy Functions
In this section, we review two existing model-based optimization methods for
noisy responses: the sequential Kriging optimization (SKO) algorithm by Huang
et al. (2006), and the sequential parameter optimization (SPO) procedure by BartzBeielstein et al. (2004b, 2005).

15.3.1 General Gaussian Process Regression
In order to model the dependence of a response variable (in our case, the performance of a given target algorithm) on parameter settings, both SKO and SPO use
a form of Gaussian stochastic process, a nonparametric regression method that predicts both the mean and variance of a response variable. We ﬁrst give the basic
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equations for Gaussian process regression and then describe the differences in the
ways this approach is used by SKO and SPO.
To apply Gaussian process regression, ﬁrst we need to select a parameterized kernel function kλ : Θ×Θ → R+ that quantiﬁes the similarity between two parameter
settings. We also need to set the variance σ 2 of Gaussian-distributed measurement
noise. The predictive distribution of a zero-mean Gaussian stochastic process for
response yn+1 at input θ n+1 given training data D = {(θ 1 , y1 ), . . . , (θ n , yn )},
measurement noise with variance σ 2 , and kernel function k is then
p(yn+1 |θ n+1 , θ 1:n , y1:n ) = N (yn+1 |k∗T [K+σ 2 I]−1 y1:n ), k∗∗ −k∗T (K+σ 2 I)−1 ,
(15.1)
where
⎞
⎛
k(θ 1 , θ 1 ) . . . k(θ 1 , θ n )
⎟
⎜
..
K=⎝
(15.2)
⎠
.
k(θ n , θ 1 ) . . . k(θ n , θ n )
k∗ = (k(θ 1 , θ n+1 ), . . . , k(θ n , θ n+1 ))
k∗∗ = k(θ n+1 , θ n+1 ) + σ 2 ,

(15.3)
(15.4)

I is the n-dimensional identity matrix, and p(a|b) = N (a|c, d) denotes that the
conditional distribution of a given b is a Gaussian with mean b and variance c; see,
e.g., Rasmussen and Williams (2006) for a derivation. A variety of kernel functions
can be used, the most common of which is of the form
d

K(θ i , θ j ) =

exp(−λk (θ ik − θ jk )2 ),

(15.5)

k=1

where λ1 , . . . , λd are the kernel parameters. This kernel is most appropriate if the
response is expected to vary smoothly in the input parameters θ. The kernel parameters and the observation noise variance σ 2 constitute the hyper-parameters φ, which
are typically set by maximizing the marginal likelihood p(y1:N ) with a gradientbased optimizer. Using the chain rule, the gradient is
∂ log p(y1:N ) ∂(K + σ 2 I)
∂ log p(y1:N )
=
.
∂φj
∂(K + σ 2 I)
∂φj
In noise-free Gaussian process models, the observation noise variance is ﬁxed to
σ 2 = 0.
Learning a Gaussian stochastic process model from data can be computationally
expensive. Inverting the n×n matrix [K+σ 2 I] takes time O(n3 ), and has to be done
in every step of the hyper-parameter optimization. Various approximations can be
used to reduce this to O(n2 ); see, e.g., Quinonero-Candela et al. (2007). We refer to
the process of optimizing hyper-parameters and computing the inverse as ﬁtting the
model. Subsequent predictions are cheaper than ﬁtting the model, requiring matrixvector multiplications and thus time O(n2 ). This is still substantially slower than
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Algorithm Framework 15.1: Sequential model-based Optimization
Input
: Target algorithm A
Output : Incumbent parameter setting θ inc
[history, θ inc ] ← Initialize();
M ← ∅;
repeat
[M, θ inc ] ← FitModel(M, history, θ inc );
Θ new ← SelectNewParameterSettings(M, θ inc , history);
[history, θ inc ] ← Intensify(Θ new , θ inc , M, history);
until TerminationCriterion() ;
return θ inc ;
Procedure 15.2: ExecuteRuns(history, θ , numRuns)
for i = 1, . . . , numRuns do
Execute target algorithm A with parameter setting θ , store response in y ;
Append θ to history.θ ;
Append y to history.y ;
end
return history

prediction with a parametric model, the time complexity of which is independent of
n.

15.3.2 A Common Framework for Sequential Model-Based
Optimization
In this section, we describe SKO and SPO in a uniﬁed framework, which is outlined
in the form of pseudocode in Algorithm Framework 15.1. One common building
block of all parameter-optimization algorithms is a procedure that executes the target algorithm with a given parameter setting and stores the response. This building block is described in our Procedure 15.2, ExecuteRuns. On the ﬁrst invocation,
history.θ and history.y are initialized to be empty lists.
Table 15.3 summarizes our notation and deﬁnes some global variables used in
SKO and SPO. Note in particular N (θ) and ĉ(θ); N (θ) denotes the number of runs
we have so far executed with a parameter setting θ, and ĉ(θ) denotes the empirical
performance across the N (θ) runs that have been performed for θ.

15.3.2.1 Initialization
We outline the initialization of SKO and SPO in Procedures 15.3 and 15.4, respectively. Procedure Initialize() is called as
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Procedure 15.3: Initialize() in SKO
Θ denotes the space of allowable parameter settings (the region of interest); D denotes
the number of parameters to be tuned.
k ← 10D ;
θ 1:k ← LatinHypercubeDesign(Θ , k);
for i = 1, . . . , k do
history ← ExecuteRuns(history, θ i , 1);
end
θ k+1:k+D ← the D settings θ j out of θ 1:k with smallest ĉ(θ j );
for i = 1, . . . , D do
history ← ExecuteRuns(history, θ k+i , 1);
end
θ inc ← random element of arg minθ ∈{θ 1 ,...,θ } ĉ(θ);
d
return [history, θ inc ];

Procedure 15.4: Initialize() in SPO
Θ denotes the space of allowable parameter settings (the region of interest). The number
of LHD parameter settings, d, and the number of repetitions, r, are parameters of SPO
θ 1:d ← LatinHypercubeDesign(Θ , d);
for i = 1, . . . , d do
history ← ExecuteRuns(history, θ i , r);
end
θ inc ← random element of arg minθ ∈{θ 1 ,...,θ } ĉ(θ);
d
history.Θ hist ← {θ inc };
return [history, θ inc ]

[history, θ inc ] = Initialize().
SKO starts with a Latin hypercube design of 10 × D parameter settings, where
D is the number of parameters to be optimized. It executes the target algorithm at
these settings and then performs an additional run for the D settings with the lowest
response. The incumbent θ inc is chosen as the setting with the lowest empirical cost
ĉ(θ) out of these D settings. In SPO, d parameter settings are chosen with a Latin
hypercube design, and the target algorithm is executed r times for each of them; d
and r are algorithm parameters. In practice, the initial design size d is chosen as
the minimum number of points required to ﬁt a reasonably accurate model. (Here,
we used d = 250 and r = 2 as discussed in Sect. 15.4.1; however, in the direct
comparison to SKO, we used the initial design of SKO within SPO to limit the
number of confounding factors in the comparison.) The incumbent θ inc is chosen
as the parameter setting with the lowest empirical cost ĉ(θ).

15.3.2.2 Fit of Response Surface Model
Both SKO and SPO base their predictions on a combination of a linear model and
a Gaussian process (GP) model ﬁt on the residual errors of the linear model. How-
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Procedure 15.5: FitModel(M, history, θ inc ) in SKO
SKO sets its incumbent θ inc based on the learnt model
if M == ∅ or last hyper-parameter optimization occurred more than n steps ago then
Fit GP model M and hyper-parameters for data {(history.θ i , history.yi )}i∈{1,...,n} ;
else
Fit GP model M for data {(history.θ i , history.yi )}i∈{1,...,n} , re-using
hyper-parameters saved in previous M;
end

Θ seen ← n
i=1 {history.θ i };
for all θ ∈ Θ seen do
[μθ , σ 2 ] ← Predict(M, θ );
θ
end
θ inc ← random element of arg minθ ∈Θ (μθ + σθ );
return [M, θ inc ];
Procedure 15.6: FitModel(M, history, θ inc ) in SPO
Recall that ĉ(θ) is the cost statistic across all runs with setting θ . SPO does not update its
incumbent θ inc in this procedure

Θ seen ← n
i=1 {history.θ i };
Fit GP model M and hyper-parameters for data {θ, ĉ(θ)}θ ∈Θ seen , using ﬁxed σ 2 = 0;
return [M, θ inc ];

ever, both of them default to using only a single constant basis function in the linear
model, thus reducing the linear model component to a constant offset term, the mean
response value. Throughout this chapter, we use these defaults; the model we use is
thus an offset term plus a zero-mean GP model. Our implementation of SPO uses
the DACE Matlab toolbox to construct this predictive model, while SKO implements the respective equations itself. The exact equations used in both SKO and the
DACE toolbox implement methods to deal with ill-conditioning; we refer the reader
to the original publications for details (Huang et al. 2006, Bartz-Beielstein 2006,
Lophaven et al. 2002).
Procedure FitModel is called as
[M, θ inc ] = FitModel(M, history, θ inc ).

(15.6)

When it is ﬁrst called, M = ∅. Note that FitModel may update the incumbent
conﬁguration, θinc . SKO makes use of this, while SPO does not. (Instead, SPO
updates θinc in Procedure Intensify.)
SKO uses Gaussian process regression in the conventional manner to ﬁt noisy response data directly; we describe this in Procedure 15.5. Note that when a GP model
is trained directly on noisy response data, measurement noise is assumed to be normally distributed, an assumption that is violated in many applications of parameter
optimization. While distributions of solution qualities across multiple runs of a randomized heuristic algorithm can often be approximated quite well with a Gaussian
distribution, it is well known that the distributions of runtimes of randomized heuristic algorithms for solving hard combinatorial problems tend to exhibit substantially
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fatter tails; see, e.g., Chap. 4 of Hoos and Stützle (2005). Also note that Gaussian
process regression assumes symmetric noise and ﬁts the arithmetic mean of the response that is used as input. Thus, if the inputs are raw response values, Gaussian
processes model mean response. Commonly, the response value is transformed in
order to yield a better model ﬁt (see Sect. 15.4.2 for a more detailed discussion
of transformations). In particular, a log transformation appears to be reasonable in
many circumstances. However, note that under a log transformation, Gaussian process regression ﬁts the mean of the transformed response, which corresponds to the
geometric mean rather than the arithmetic mean of the true response.
As also described in Procedure 15.9, after ﬁtting its model, SKO updates the
new conﬁguration, θinc , based on the new model. The parameter setting that minimizes a GP model’s mean prediction is not necessarily the best choice for the incumbent, because it may be based on dramatically fewer function evaluations than
other, similar-scoring conﬁgurations. Recognizing this fact, SKO implements a riskaverse strategy: it picks the previously evaluated parameter setting that minimizes
predicted mean plus one predicted standard deviation.
SPO uses Gaussian process regression in a very different, nonstandard way, described in Procedure 15.6. It ﬁrst computes the user-deﬁned empirical performance
metric ĉ(θ) for each parameter setting θ evaluated so far, and then ﬁts a noise-free
GP model to learn a mapping from parameter settings to the performance metric.
This approach has several beneﬁts and drawbacks. If we have executed a single
run with parameter setting θ 1 and many runs with setting θ 2 , naturally our conﬁdence in performance estimate ĉ(θ 1 ) will be lower than our conﬁdence in ĉ(θ 2 ).
SPO ignores this fact and collapses all information for a parameter setting θ to a
single value ĉ(θ), discarding all information on variance. On the other hand, ﬁtting
the GP model to the performance metric directly enables SPO to optimize almost
arbitrary user-deﬁned performance metrics, which could not be done with standard
GP models. Examples include median performance, variance across runs, and tradeoffs between mean and variance. To our best knowledge, SPO is the only existing
model-based method with such ﬂexibility in the objective function being optimized.
Another beneﬁt is that the assumption of normally-distributed response values is
dropped. The ﬁnal beneﬁt of collapsing the data to a single point per parameter setting lies in the reduction in computational complexity thus achieved. While SKO
has cubic scaling behavior in the number of target algorithm runs performed, SPO
only takes time cubic in the number of disjoint parameter settings evaluated.

15.3.2.3 Selection of New Parameter Settings to Evaluate
Following Jones et al. (1998), both SKO and SPO use an expected improvement
criterion (EIC) to determine which parameter settings to investigate next, thereby
drawing on both the mean and variance predictions of the GP model. This criterion
trades off learning about new, unknown parts of the parameter space and intensifying
the search locally in the best known region (a so-called exploration/exploitation
trade-off).
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Procedure 15.7: SelectNewParameterSettings(M, θ inc , history) in SKO
Θ new ← the single parameter setting found by optimizing the augmented expected
improvement criterion from (Huang et al. 2006) using the Nelder–Mead simplex method.
return Θ new
Procedure 15.8: SelectNewParameterSettings(M, θ inc , history) in SPO
Note that m is a parameter of SPO
// ===== Select m parameter settings with expected improvement
Θ rand ← set of 10, 000 elements drawn uniformly at random from Θ ;
for all θ ∈ Θ rand do
[μθ , σ 2 ] ← Predict(M, θ );
θ
EI(θ) ← Compute expected improvement criterion E[I 2 (θ)] (see Sect. 15.5.2)
2;
given μθ and σθ
end
Θ new ← the m elements of Θ rand with highest EI(θ);
return Θ new ;

Procedure SelectNewParameterSettings is called as
Θ new = SelectNewParameterSettings(M, θ inc , history).

(15.7)

SKO selects a single new parameter setting by maximizing an augmented expected
improvement criterion using the Nelder-Mead simplex method. The augmentation
adds a bias away from parameter settings for which predictive variance is low; see
Huang et al. (2006). SPO, on the other hand, evaluates the E[I 2 ] expected improvement criterion (Schonlau et al. 1998) at 10, 000 randomly-selected parameter settings, and chooses the m with the highest expected improvement; see Sect. 15.5.2
for more details. In this work, we use the default m = 1. For completeness, we give
the simple pseudocode for these methods in Procedures 15.8 and 15.7.

15.3.2.4 Intensiﬁcation
Any parameter optimization method must make decisions about which parameter
setting θ inc to return to the user as its incumbent solution, both if interrupted during
the search progress and (especially) upon completion. Candidate parameter settings
are suggested by Procedure SelectNewParameterSettings, and in order to decide
whether they, the current incumbent, or even another parameter setting should become the new incumbent, we need to perform additional runs of the target algorithm.
Which parameter settings to use, how many runs to execute with each of them, and
how to determine the new incumbent based on those runs is speciﬁed in Procedure
Intensify, which is called as
[history, θ inc ] = Intensify(Θ new , θ inc , M, history).

(15.8)
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Procedure 15.9: Intensify(Θ new , θ inc , M, history) in SKO
SKO does not update its incumbent in this procedure
θ ← the single element of Θ new ;
history ← ExecuteRuns(history, θ , 1);
return [history, θ inc ];
Procedure 15.10: Intensify(Θ new , θ inc , M, history) in SPO 0.3
After performing runs for the incumbent and the new parameter settings, SPO updates the
incumbent. Side effect: may increase the global number of repeats, r
for all θ ∈ Θ new do
history ← ExecuteRuns(history, θ , r);
end
history ← ExecuteRuns(history,
θ inc , r/2);

Θ seen ← n
i=1 {history.θ i };
θ inc ← random element of arg minθ ∈Θ seen ĉ(θ);
if θ inc ∈ history.Θ hist then r ← min{2r, maxR};
history.Θ hist ← history.Θ hist ∪ {θ inc };
return [history, θ inc ];

Note that this procedure allows an update of the incumbent, θ inc . SPO makes use of
this option, while SKO updates its incumbent in Procedure FitModel (see Procedure
15.5).
In order to provide more conﬁdent estimates for its incumbent, SPO implements
an explicit intensiﬁcation strategy. In SPO, predictive uncertainty cannot be used
in the context of updating the incumbent parameter setting, because the underlying noise-free GP model predicts uncertainty to be exactly zero at all previously
evaluated parameter settings. Instead, the number of evaluations performed for a
parameter setting is used as a measure of conﬁdence. SPO performs additional runs
for its incumbent parameter setting θ inc in order to challenge that conﬁguration.
This is done to make sure that θ inc did not merely happen to yield low response
values in the limited number of target algorithm runs previously performed with
θ inc . The number of evaluations used in this context differs between SPO versions
0.3 and 0.4; Procedures 15.10 and 15.11 reﬂect the differences between these two
versions. In contrast, SKO does not implement an explicit intensiﬁcation strategy; it
only performs a single run with each parameter setting considered.

15.3.3 Empirical Comparison of SKO and SPO
We empirically compared SKO and SPO on the CMA-ES test cases, based on the
same initial design (the one used by SKO) and with a limit of 200 runs of the target
algorithm.
We chose this low limit on the number of runs because the original SKO implementation was very slow: even limited to as few as 200 runs of the target algorithm,
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Procedure 15.11: Intensify(Θ new , θ inc , M, history) in SPO 0.4
After performing runs for the incumbent and the new parameter settings, SPO updates the
incumbent. Side effect: may increase the global number of repeats, r
for all θ ∈ Θ new do
history ← ExecuteRuns(history, θ , r);
end
history ← ExecuteRuns(history,
θ inc , r − N (θ inc ));

Θ seen ← n
i=1 {history.θ i };
θ inc ← random element of arg minθ ∈Θ seen ĉ(θ);
if θ inc ∈ history.Θ hist then r ← min{r + 1, maxR};
history.Θ hist ← history.Θ hist ∪ {θ inc };
return [history, θ inc ];

SKO runs took about one hour.2 SKO spent most of its time performing numerical
optimization of the expected improvement criterion. The iterations of SKO became
slower as a run progressed, and therefore we could only afford to perform tuning
runs for 200 runs of the target algorithm. For this reason and because SKO can
only optimize mean performance, we did not perform experiments with SKO for
the S APS scenario, which features quite high observation noise and in which the
objective is to minimize median runtime.
We reimplemented SPO 0.3 and 0.4, as well as a new version, SPO+ (deﬁned
in Sect. 15.5.1). We veriﬁed that the performance of our reimplemented SPO 0.4
matched that of the original SPO 0.4 implementation. The SPO runs were substantially faster than those of SKO. They took about 2 minutes per repetition,3 85% of
which was spent running the target algorithm.
Our ﬁrst set of experiments used original, untransformed CMA-ES solution quality as the objective function to be minimized; we show the results in Fig. 15.1. On
the Sphere function, the LHD already contained very good parameter settings, and
the challenge was mostly to select the best of these and stick with it. From the ﬁgure, we observe that SPO largely succeeded in doing this, while SKO did not. On
the Ackley function, SKO’s performance was quite good, except for a drastic spike
close to 200 runs of the target algorithm. On the Griewangk and Rastrigin functions,
the variation of performance across multiple runs of CMA-ES was very high. Cor2

We ran SKO on a 3 GHz Pentium 4 with 4 GB RAM running Windows XP Professional, Service
Pack 3. We report wall clock time on an otherwise idle system. (We did not use Linux machines for
these experiments because SKO only compiled for Windows.) In order to ascertain that the target
algorithm has exactly the same behavior as for other methods running under Linux, we gathered
the function values SKO requested by means of a wrapper script that connected to the machines
the SPO experiments were carried out on, performed a requested run of the target algorithm there,
and returned the result of the run. This incurred very little overhead. Finally, some SKO runs failed
due to problems in the numerical optimization of the expected improvement criterion. We repeated
those runs until they completed. These repetitions were nondeterministic due to measurement noise
in the objective function.
3 These experiments were carried out on a cluster of 55 dual 3.2 GHz Intel Xeon CPUs with 2 GB
RAM each and 2 MB cache per CPU, running OpenSuSE Linux 10.1. Each run only used one
CPU and we report CPU time.
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Fig. 15.1: Comparison of SKO and three variants of SPO for optimizing CMA-ES on the Sphere
function. We plot the solution cost ck of each method (mean solution quality CMA-ES achieved
in 100 test runs on each of the 4 test functions using the method’s chosen parameter settings) as
a function of the number of algorithm runs, k, it was allowed to perform. These values are averaged across 25 runs of each method. All models were based on SKO’s initial design and original
untransformed data

respondingly, all approaches showed large variation in the quality of the parameter
settings they selected over time. (Intuitively, the parameter optimization procedure
detects a new region, which seems promising based on a few runs of the target algorithm. Then, after additional target algorithm runs, that region is discovered to be
worse than initially thought, and the optimizer moves on. During the period it takes
to discover the true, poor nature of the region, the search returns a poor incumbent.)
SPO+ showed the most robust performance of the four parameter optimization procedures.
Secondly, we experimented with log-transformed qualities (see Sect. 15.4.2 for a
more detailed discussion of log-transformations). Figure 15.2 shows that this transformation improved SKO performance quite substantially and did not affect the SPO
variants much. We attribute this to the fact that the quality of the model is much
more important in SKO. While SPO “only” uses the model in order to make decisions about the next parameter setting to evaluate, SKO also uses it in order to select
its incumbent. After the log transformation, SKO and SPO+ performed comparably.
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Fig. 15.2: Comparison of SKO and three variants of SPO for optimizing CMA-ES on the Sphere
function. We plot the solution cost ck of each method (mean solution quality CMA-ES achieved
in 100 test runs on each of the 4 test functions using the method’s chosen parameter settings) as a
function of the number of algorithm runs, k, it was allowed to perform. These values are averaged
across 25 runs of each method. All models were based on SKO’s initial design and log-transformed
data (for SPO as discussed in Sect. 15.4.2)

For three main reasons, we decided to focus the remainder of this study on various
aspects of the SPO framework. Firstly, our main interest is in complex scenarios, in
which the predictive model might not actually perform very well. In such scenarios, we believe it is important to employ an explicit intensiﬁcation criterion instead
of relying on the model alone to select incumbents. Secondly, SPO has the advantage of being able to optimize a variety of user-deﬁned objective functions, while
the Gaussian process model underlying SKO can only ﬁt the mean of the data. In
practice, users might be more interested in statistics other than mean performance,
such as the best out of ten algorithm runs. SPO implements this performance metric
and also allows for many other options. Finally, the SKO implementation we used
was simply too slow to perform the type of experiments with tens of the thousands
of target algorithm runs that interested us. Nevertheless, a worthwhile direction for
future work would be to experiment with explicit intensiﬁcation mechanisms in the
SKO framework.
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15.4 Model Quality
It is not obvious that a model-based parameter optimization procedure needs models
that accurately predict target algorithm performance across all parameter settings,
particularly including very bad ones. Nevertheless, all else being equal, models with
good overall accuracy are generally helpful to such methods, and are furthermore
essential to more general tasks such as performance robustness analysis. In this
section, we investigate the effects of two key model-design choices on the accuracy
of the GP models used by SPO.

15.4.1 Choosing the Initial Design
In the overall approach described in Algorithm Framework 15.1, an initial parameter
response model is determined by constructing a GP model based on the target algorithm’s performance on a given set of parameter settings (the initial design). This
initial model is then subsequently updated based on runs of the target algorithm ith
additional parameter settings. The decision about which additional parameter settings to select is based on the current model.
It is reasonable to expect that the quality of the ﬁnal model (and the performanceoptimizing parameter setting determined from it) would depend on the quality of
the initial model. Therefore, we studied the overall accuracy of the initial parameter response models constructed based on various initial designs. The effect of the
number of parameter settings in the initial design, d, as well as the number of repetitions for each parameter setting, r, has been studied before (Bartz-Beielstein and
Preuss 2006), and we thus ﬁxed them in this study.4 Speciﬁcally, we used r = 2 and
d = 250, such that when methods were allowed 1, 000 runs of the target algorithm,
half of them were chosen with the initial design.
Here, we study the effect of the method for choosing which 250 parameter settings to include in the initial design, considering four methods: (1) a uniform random
sample from the region of interest; (2) a random Latin hypercube design (LHD); (3)
the LHD used in SPO; and (4) a more complex LHD based on iterated distributed
hypercube sampling (IHS) (Beachkofski and Grandhi 2002).
We evaluated the parameter response models obtained using these initialisation
strategies by assessing how closely model predictions at previously unseen parameter settings matched the true performance achieved using these settings. In particular, we were interested in how useful the predictions were for determining whether
a given parameter setting performed better or worse than others. In order to answer this question, we evaluated the Spearman correlation coefﬁcient between true
and predicted performance for 250 randomly-sampled test parameter settings. This
4

We do note, however, that this previous work has not conclusively answered the question of how
best to set the initial design size, and thus that this question continues to present an open research
problem.
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value lies on the interval [-1,1], with 1 indicating perfect correlation of the predicted
and the true ranks, 0 indicating no correlation, and −1 perfect anti-correlation.
The results of this analysis for our ﬁve test cases are summarized in Fig. 15.3.
Overall, for the original untransformed data we observed little variation in predictive
quality due to the procedure used for constructing the initial design. This observation
is consistent with others that have been made in the literature; for example, Santner
et al. (2003, p.149) state: “It has not been demonstrated that LHDs are superior
to any designs other than simple random sampling (and they are only superior to
simple random sampling in some cases).”

15.4.2 Transforming Performance Data
The second issue we investigated was whether more accurate models could be obtained by using log-transformed performance data for building and updating the
model. Our consideration of this transformation was motivated by the fact that our
main interest is in minimizing positive functions with spreads of several orders of
magnitude that arise in the optimization of runtimes. Indeed, we have used logtransformations for predicting runtimes of algorithms in different contexts before
(see., e.g., Leyton-Brown et al. (2002)). All of the test functions we consider for
CMA-ES are also positive functions; in general, non-positive functions can be transformed to positive functions by subtracting a lower bound. In the context of modelbased optimization, log transformations were previously advocated by Jones et al.
(1998). The problem studied in that work was slightly different in that the functions
considered were noise free. We adapt Jones et al. ’s approach by ﬁrst computing performance metrics (such as median runtime) and then ﬁtting a GP model to the logtransformed metrics. Note that this is different from ﬁtting a GP model to the logtransformed noisy data as done by Williams et al. (2000) and Huang et al. (2006).
As discussed earlier, the performance metric that is implicitly optimized under this
latter approach is geometric mean performance, which is a poor choice in situations
where performance variations change considerably depending on the parameter setting. In contrast, when ﬁrst computing performance metrics and then applying a
transformation, any performance metric can be optimized, and we do not need to
assume a Gaussian noise model. Finally, Bartz-Beielstein et al. (2008b) and Konen
et al. (2009) report similar results based on square-root or cube-root transformations
as indeed does Leyton-Brown (2003); see also the discussion of transformations in
Chap. 2 of this book.
We experimentally evaluated the impact of log transformations. For the same
data as in the previous section (initial designs with 250 parameter settings, 2 repetitions each), we ﬁt noise-free GP models based on log-transformed cost statistics.
That is, for each of the 250 parameter settings, θ 1 , . . . , θ 250 , we ﬁrst computed
the mean of the two responses, ĉ(θ i ), and then constructed a model using the data
{(θ 1 , ĉ(θ 1 )), . . . , (θ 250 , ĉ(θ 250 ))}. We then computed predictions for the same 250
test parameters settings used in the previous section and evaluated the Spearman
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Fig. 15.5: Performance of noise-free GP models for CMA-ES-sphere based on an initial design
using a random LHD; in (a) and (c) we plot mean ± one standard deviation of the prediction.
For better visual comparison to (c), (b) shows exactly the same mean predictions as (a), but on a
log–log scale, restricted to the 228/250 data points whose predicted response values were positive

correlations between predicted and true responses. As can be seen from the results
reported in Fig. 15.4, the use of log-transformed performance data tended to result in much better model accuracy than the use of raw performance data. In some
cases, the improvements were quite drastic. For example, for CMA-ES-sphere, the
Spearman correlation coefﬁcient improved from below 0.4 to above 0.9 when using models based on log-transformed performance data. Figure 15.5 illustrates the
predictive accuracy and predictive uncertainty of these two models.

15.5 Sequential Experimental Design
Having studied the initial design, we now turn our attention to the sequential search
for performance-optimizing parameters. Since log transformations consistently led
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to improved performance, and since random LHDs yielded performance comparable
to that of more complex designs, we ﬁxed these two design choices.

15.5.1 Intensiﬁcation Mechanism
In order to achieve good results when optimizing parameters based on a noisy performance metric such as runtime or solution quality achieved by a randomized algorithm, it is important to perform a sufﬁcient number of runs for the parameter settings considered. However, runs of a given target algorithm on interesting problem
instances are typically computationally expensive. There is thus a delicate trade-off
between the number of algorithm runs performed on each parameter setting and the
number of parameter settings considered over the course of the optimization process.
Realizing the importance of this trade-off, SPO implements a mechanism for
gradually increasing the number of runs to be performed for each parameter setting
during the parameter optimization process. In particular, SPO increases the number
of runs to be performed for each subsequent parameter setting whenever the incumbent θ inc selected in an iteration was already the incumbent in some previous iteration. SPO 0.3 (Bartz-Beielstein et al. 2005, Bartz-Beielstein 2006, Bartz-Beielstein
and Preuss 2006) doubles the number of subsequent target algorithm runs whenever
this happens; SPO 0.4 only increments the number of runs by one each time; see
Procedures 15.10 and 15.11 in Sect. 15.3.2.4. Both versions perform additional runs
for the current incumbent, θ inc , to make sure it is used in as many runs of the target
algorithm as any new parameter setting. 5
While the intensiﬁcation mechanisms of SPO 0.3 and SPO 0.4 work well in most
cases, we have encountered runs of SPO in high-noise scenarios in which there are
many parameter settings with few, “lucky” target algorithm runs that allow them to
become incumbents. In those runs of SPO, a new incumbent was picked in almost
every iteration, because the previous incumbent had been found to be poor after
additional runs were performed on it. This situation continued throughout the entire
parameter optimization process, leading to a ﬁnal choice of parameter settings that
had only been evaluated using very few (“lucky”) target algorithm runs and that
performed poorly in independent test runs.6
5 Another approach for allocating an appropriate number of target algorithm runs to each parameter setting is Chen et al. (2003)’s optimal computational budget allocation (OCBA). Lasarczyk
(2007) implemented OCBA as an explicit intensiﬁcation method to improve SPO’s selection procedure, especially in high-noise scenarios. This implementation was done in R (Ihaka and Gentleman 1996), and forthcoming versions of SPOT, which will also be based on R, will include
OCBA.
6 One possible explanation of this scenario is that SPO has problems when the number of LHD
points is large (e.g., d = 250 in our experiments) in high-noise scenarios. SPO selects its incumbent
as the previously visited parameter setting with the best empirical performance across the runs
performed with it. All parameter settings in the LHD count as “previously visited”. Thus, the
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Procedure 15.12: Intensify(Θ new , θ inc , M, history) in SPO+
Recall that N (θ) denotes the number of algorithm runs which have been performed for
θ ; it depends on the history
for all θ ∈ Θ new do
r ← 1;
history ← ExecuteRuns(history, θ , 1);
numBonus ← 1;
if N (θ) > N (θ inc ) then
history ← ExecuteRuns(history, θ inc , 1);
numBonus ← 0;
end
while true do
if ĉ(θ) > ĉ(θ inc ) then
// ===== Reject challenger, perform bonus runs for θ inc
history ← ExecuteRuns(history, θ inc ,
min(numBonus, maxN − N (θ inc )));
break;
end
if N (θ) ≥ N (θ inc ) then
// ===== Challenger becomes incumbent
θ inc ← θ ;
break;
end
if TerminationCriterion() then
return [θ inc , history];
end
r ← min(2r, N (θ inc ) − N (θ));
history ← ExecuteRuns(history, θ , r);
numBonus ← numBonus +r;
end
end
return [history, θ inc ];

This observation motivated us to introduce a different intensiﬁcation mechanism
that guarantees increasing conﬁdence about the performance of the parameter settings we select as incumbents. In particular, inspired by the mechanism used in
FocusedILS (Hutter et al. 2007), we maintain the invariant that we never choose
an incumbent unless it is the parameter setting with the most function evaluations.
Promising parameter settings are given additional function evaluations until either
they cease to appear promising or they receive enough function evaluations to become the new incumbent. We provide pseudocode for this new intensiﬁcation mechanism in Procedure 15.12.
In detail, our new intensiﬁcation mechanism works as follows. In the ﬁrst iteration, the incumbent is chosen exactly as in SPO, because all parameter settings
receive the same number of function evaluations. From then on, in each iteration
we select a set of parameter settings and compare them to the incumbent θ inc . We
larger the LHD, the more runs need to be performed in order for decisions about the incumbent to
be based on a minimum number of runs.
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Procedure 15.13: SelectNewParameterSettings(M, θ inc , history) in SPO+
Recall that p and m are parameters of SPO+ . We use m = 1 and p = 5 in our experiments
// ===== Select m parameter settings with expected improvement
Θ rand ← set of 10, 000 elements drawn uniformly at random from Θ ;
for all θ ∈ Θ rand do
[μθ , σ 2 ] ← Predict(M, θ );
θ
EI(θ) ← Compute expected improvement criterion given μθ and σ 2 ;
θ
end
Θ new ← the m elements θ of Θ rand with highest EI(θ);
// =====
 Select p previously used parameter settings
Θ← n
i=1 {history.θ i };
Θ previous ← p elements θ ∈ Θ , drawn without repetitions with prob. proportional to
1/ĉ(θ);
return Θ new ∪ Θ previous ;

denote the number of runs that have so far been executed with parameter setting θ as
N (θ), and the corresponding empirical performance as ĉ(θ). For each selected setting θ, we iteratively perform runs until N (θ) ≥ N (θ inc ) and/or ĉ(θ) > ĉ(θ inc ).7
Whenever we reach a point where N (θ) ≥ N (θ inc ) and ĉ(θ) ≤ ĉ(θ inc ), we select
θ as the new incumbent. On the other hand, if we ever observe ĉ(θ) > ĉ(θ inc ),
we reject θ. Note this criterion for rejection is very aggressive. Indeed, rejection
frequently occurs after a single run, at a point where a statistical test would not be
able to conclude that θ is worse than θ inc . Upon rejecting a conﬁguration θ, we also
perform as many additional runs for θ inc as were just performed for evaluating θ.
This ensures that the number of runs used for intensiﬁcation is comparable to that
used for exploration of new parameter settings.
The parameter settings we evaluate against θ inc at each iteration include one new
parameter setting selected based on an expected improvement criterion (here E[I 2 ],
see Sect. 15.5.2). They also include p previously evaluated parameter settings θ 1:p ,
where p is an algorithm parameter and in this work always set to 5. This set is constructed by selecting p previously evaluated settings θ with probability proportional
to 1/ĉ(θ), without replacement. Procedure 15.13 provides pseudocode for this selection of parameter settings to evaluate against θ inc .
This mechanism guarantees that at each step there will be a positive probability of reevaluating a potentially optimal parameter setting after it has been rejected.
It allows us to be aggressive in rejecting new candidates, since we can always get
back to the most promising ones. Note that if the other SPO variants (0.3 and 0.4)
discover the true optimal parameter setting θ best but observe one or more very “unlucky” runs on it, θ best will never be revisited, because the underlying noise-free GP
model attributes a high mean and zero uncertainty to any previously visited parameter setting for which poor empirical performance has been observed across the target
We batch runs to reduce overhead, starting with a single new run for each θ and doubling the
number of new runs iteratively up to a maximum of N (θ inc ) − N (θ) runs.

7
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algorithm runs performed for it. Therefore, no expected improvement criterion will
select such a parameter setting again in later iterations.
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Fig. 15.6: Comparison of different intensiﬁcation mechanisms for optimizing CMA-ES performance. We show boxplots of solution cost c1,000 achieved in the 25 runs of each parameter optimizer for each test case

Table 15.4: The p-values for pairwise comparisons of different intensiﬁcation mechanisms for
optimizing the performance of CMA-ES on our standard benchmarks. These p-values correspond
to the data in Fig. 15.6 and are based on a pairwise Max-Wilcoxon test as described in Sect. 15.2
Sphere Ackley Griewangk Rastrigin
SPO 0.3 versus SPO 0.4 0.07 0.015
0.95
1
SPO 0.3 versus SPO+ 0.20 0.020 0.00006 0.0005
SPO 0.4 versus SPO+ 0.56 0.97 0.00009 0.0014

We denote as SPO+ the variant of SPO that uses a random LHD, log-transformed
data (for positive functions only; otherwise untransformed data), expected improvement criterion E[I 2 ], and the new intensiﬁcation criterion just described.
We compared SPO 0.3, SPO 0.4, and SPO+ —all based on a random LHD and
log-transformed data—for our CMA-ES test cases and summarize the results in
Fig. 15.6 and Table 15.4. For the Ackley function, SPO 0.4 performed best on average, but only insigniﬁcantly better than SPO+ , one of whose runs performed quite
poorly. For the Sphere function, on average SPO+ performed insigniﬁcantly bet-
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ter than the other SPO variants, showing better median performance and no poor
outliers among its 25 runs. For the other two functions, SPO+ performed both signiﬁcantly and substantially better than either SPO 0.3 or SPO 0.4, ﬁnding parameter
settings that led to CMA-ES performance orders of magnitude better than those
obtained from SPO 0.3.
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Fig. 15.7: Solution cost ck (mean solution quality CMA-ES achieved in 100 test runs using the
method’s chosen parameter settings) of SPO 0.3, SPO 0.4, and SPO+ , as a function of the number
of target algorithm runs, k, the method is allowed. We plot means of ck across 25 repetitions of
each parameter optimization procedure

More importantly, as can be seen in Fig. 15.7, over the course of the optimization
process, SPO+ showed much less variation in the quality of the incumbent parameter setting than the other SPO variants did. This was the case even for the Ackley
function, where SPO+ did not perform best on average at the very end of its trajectory, and can also be seen on the Griewangk and Rastrigin functions, where SPO+
clearly produced the best results.
We now take a more in-depth look at how the mean solution costs ck come about.
To do this, for each of the four test cases, we extracted the ﬁnally-chosen parameter
settings from nine automated parameter optimization runs: the best, median, and
worst settings of each of SPO 0.3, SPO 0.4, and SPO+ , all with respect to test
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Fig. 15.8: Boxplots comparing automatically-identiﬁed parameter settings to those found with the
interactive procedure. In the axis labels, “b” stands for the parameter setting of the best run of that
parameter optimizer (with respect to “original” test performance), “m” stands for the median-best
one, and “w” for the worst. IA stands for the interactively found setting. Each run of the interactive
process used fewer than 200 function evaluations, whereas the automated optimization procedures
were allowed 1,000 evaluations per run. In order to avoid clutter in subﬁgure (c), we plot data
points below 0.1 as 0.1 (-1 after log10 transformation); note the poor performance of SPO 0.3’s
worst run
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(a) CMAES-Griewangk, 1,000 test runs of CMA-ES used for evaluation
Fig. 15.9: Same as Fig. 8(d), but using 1,000 instead of 100 runs of CMA-ES to evaluate each
parameter setting. Note the very poor performance of some CMA-ES runs with the parameter
setting from the worst run of SPO 0.4. For this parameter setting, the cloud of points with much
higher solution cost than any of the other runs contains 14 points

set performance. Recall that this test set performance is the mean solution quality
across 100 test runs of CMA-ES. To obtain an independent estimate of a parameter
setting’s true performance, we performed an additional 100 test runs of CMA-ES
for each of these nine parameter settings, with a set of random number seeds disjoint
from those used in the original test set.
In Fig. 15.8, we plot the performance of these nine parameter settings for the 100
new seeds. (The ﬁgure also shows a parameter setting IA, found by our interactive
approach. We defer its discussion until Sect. 15.6.) For test case CMA-ES-Sphere,
all selected parameter settings performed very similarly. In test case CMA-ESAckley, SPO+ seemed to perform slightly better than SPO 0.3 and 0.4, especially
in their respective worst runs.
In test case CMA-ES-Rastrigin, note that most selected parameter settings
yielded comparable performance, with the exception of the one identiﬁed in the
worst repetition of SPO 0.3. With several runs whose performance was about ﬁve
orders of magnitude worse than the remaining runs, this parameter setting was responsible for the poor mean performance across the 25 runs indicated in Fig. 7(d).
Note that the SPO 0.3 run returning this poor parameter setting selected it just before running out of its budget of 1,000 calls to CMA-ES. Likewise, one mostly poor
SPO 0.4 run selected a good setting just before reaching the limit on target algorithm
runs. As we can see in Fig. 7(d), SPO+ performed much more robustly.
In test case CMA-ES-Griewangk, the situation is somewhat more complicated.
While Fig. 7(c) shows very sensitive behavior of SPO 0.3 and SPO 0.4, we do not
see any evidence for this in Fig. 8(d). Since the evaluation in Fig. 8(d) used 100
different random seeds (different from both the initial random seeds used during
parameter optimization and from the “test” random seeds used to produce Fig. 8(d))
there was no guarantee of obtaining similar performance. Indeed, the measured performances for the parameter settings from the worst run of SPO 0.3 and 0.4 were
quite different than previously observed; while they yielded poor mean performance
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before, they did quite well based on the new set of 100 test seeds. We repeated the
evaluation with a larger set of 1,000 random seeds and show the result in Fig. 15.9.
In this experiment, 14 of the 1,000 CMA-ES runs for the worst repetition of SPO
0.4 showed extremely poor performance. For the setting from the worst run of SPO
0.3, even these 1,000 test runs did not explain the poor performance in Fig. 7(c).
To study this further, we performed 100, 000 additional test runs for this setting and
found that nine of them yielded similarly poor performance as the 14/1000 poor
CMA-ES for the setting above (best function values around 102 ). Another roughly
8500 runs yielded results around 10−2 and the rest (about 91, 500 runs) yielded results < 10−10 . The optimization of target algorithms with such multimodal result
distributions requires a large number of target algorithm runs: in the case above, a
very sensitive setting performed just as well as a robust one based on as many as
1,000 runs of the target algorithm.

15.5.2 Expected Improvement Criterion
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Fig. 15.10: Comparison of different expected improvement criteria for optimizing the performance
of CMA-ES on our standard benchmarks. We show boxplots of performance c1000 achieved in the
25 runs of each optimizer for each test case

In sequential model-based optimization, parameter settings to be investigated are
selected based on an expected improvement criterion (EIC). This aims to address
the exploration/exploitation trade-off between learning about new, unknown parts
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Table 15.5: The p-values for pairwise comparisons of different expected improvement criteria for
optimizing the performance of CMA-ES on our standard benchmarks. These p-values correspond
to the data in Fig. 15.10 and are based on a pairwise Max-Wilcoxon test as described in Sect. 15.2
Sphere Ackley Griewangk Rastrigin

E[I] vs E[I 2 ]
0.29
E[I] vs E[Iexp ] 0.63
E[I 2 ] vs E[Iexp ] 0.54

0.55
0.25
0.32

0.016
0.11
0.77

0.90
0.030
0.38

of the parameter space and intensifying the search locally in the best known region.
We brieﬂy summarize two common versions of the EIC, and then describe a novel
variation that we also investigated.
The classic expected improvement criterion used by Jones et al. (1998) is deﬁned
as follows. Given a deterministic function f and the minimal value fmin seen so far,
the improvement at a new parameter setting θ is deﬁned as
I(θ) := max{0, fmin − f (θ)}.

(15.9)

Of course, this quantity cannot be computed, since f (θ) is unknown. We therefore
compute the expected improvement, E[I(θ)]. To do so, we require a probabilistic
2
model of f , in our case the GP model. Let μθ := E[f (θ)] be the mean and σθ
be
the variance predicted by our model, and deﬁne u := (fmin − μθ )/σθ . Then one
can show that E[I(θ)] has the following closed-form expression:
E[I(θ)] = σθ × [u × Φ(u) + ϕ(u)],

(15.10)

where ϕ and Φ denote the probability density function and cumulative distribution
function of a standard normal distribution, respectively.
A generalized expected improvement criterion was introduced by Schonlau et al.
(1998), who considered the quantity
I g (θ) := max{0, [fmin − f (θ)]g }

(15.11)

for g ∈ {0, 1, 2, 3, . . .}, with larger g encouraging more global search behavior. The
value g = 1 corresponds to the classic EIC. SPO uses g = 2, which takes into
account the uncertainty in our estimate of I(θ), since E[I 2 (θ)] = (E[I(θ)])2 +
Var(I(θ)) and can be computed by the closed-form formula
2
× [(u2 + 1) × Φ(u) + u × ϕ(u)].
E[I 2 (θ)] = σθ

(15.12)

One issue that seems to have been overlooked in previous work is the interaction
between log-transformations of the data and the EIC. When we use a log transformation, we do so in order to increase predictive accuracy, yet our loss function
continues to be deﬁned in terms of the untransformed data (e.g., actual runtimes).
Hence we should optimize the criterion
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(15.13)

where h(·) predicts log performance and fmin is the untransformed best known
function value.
Let v := (ln(fmin ) − μθ )/σθ . Then, we have the following closed-form expression (see the appendix for the proof):
1

σ 2 +μ

E[Iexp (θ)] = fmin Φ(v) − e 2 θ

θ × Φ(v − σ ).
θ

(15.14)

In Fig. 15.10 and Table 15.5, we experimentally compare SPO+ with these
three expected improvement criteria on the CMA-ES test cases, based on a random LHD and log-transformed data. Overall, the differences are small. On average,
E[I 2 ] yielded the best results for test case CMA-ES-sphere, and our new criterion E[Iexp ] performed best in the remaining cases. Even though not visually obvious from the boxplots, 2 of the 12 pairwise differences were statistically signiﬁcant
based on a Max-Wilcoxon test.

15.5.3 Overall Evaluation

Table 15.6: Comparison of ﬁnal performance of various parameter optimization procedures for
optimizing SAPS on instance QWH. We report mean ± standard deviation of performance c20000
(median search steps SAPS required on instance QWH in 1,000 test runs using the parameter
settings the method chose after 20, 000 algorithm runs), across 25 repetitions of each method.
Based on a Mann-Whitney U test, SPO+ performed signiﬁcantly better than CALIBRA, BasicILS,
FocusedILS, and SPO 0.3 with p-values 0.015, 0.0002, 0.0009, and 4 × 10−9 , respectively. The
p-value for a comparison against SPO 0.4 was 0.06
Procedure
SAPS default from Hutter et al. (2002)
CALIBRA(100) from Hutter et al. (2007)
BasicILS(100) from Hutter et al. (2007)
FocusedILS from Hutter et al. (2007)
SPO 0.3
SPO 0.4
SPO+

SAPS median runtime [search steps]
85.5 × 103
10.7 × 103 ± 1.1 × 103
10.9 × 103 ± 0.6 × 103
10.6 × 103 ± 0.5 × 103
18.3 × 103 ± 13.7 × 103
10.4 × 103 ± 0.7 × 103
10.0 × 103 ± 0.4 × 103

In Sects. 15.5.1 and 15.5.2, we ﬁxed the design choices of using log transformations and initial designs based on random LHDs. Now, we revisit these choices.
Using our new SPO+ intensiﬁcation criterion and expected improvement criterion
E[I 2 ], we studied how much the ﬁnal performance of SPO+ changed when not
using a log-transformation and when using different methods to create the initial
design. Not surprisingly, none of the initial designs led to signiﬁcantly better ﬁnal performance than any of the others. The result for the log transformation was
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Fig. 15.11: Comparison of SKO and two variants of SPO (discussed in Sect. 15.5.1) for optimizing CMA-ES on the Sphere function. Comparison of SPO variants (all based on a random LHD
and log-transformed data) for minimizing SAPS median runtime on instance QWH. We plot the
solution cost ck of each method (median search steps SAPS required on instance QWH in 1,000
test runs using the parameter settings the method chose after k algorithm runs), as a function of the
number of algorithm runs, k, it was allowed to perform. These values are averaged across 25 runs
of each method

more surprising. Although we saw in Sect. 15.4 that the log transformation consistently improved predictive model performance, based on a Mann-Whitney U test it
turned out to signiﬁcantly improve ﬁnal parameter optimization performance only
for CMA-ES-sphere.
Finally, we compared the performance of SPO 0.3, 0.4, and SPO+ (all based on
random LHDs and using log-transformed data) to the parameter optimization methods studied by Hutter et al. (2007). We summarize the results in Table 15.6. While
SPO 0.3 performed worse than the other methods, SPO 0.4 performed comparably,
and SPO+ outperformed all methods with the exception of SPO 0.4 signiﬁcantly.
Figure 15.11 illustrates the difference between SPO 0.3, SPO 0.4, and SPO+ for
this SAPS benchmark. Similar to what we observed for CMA-ES (Fig. 15.7), SPO
0.3 and 0.4 changed their incumbents very frequently, with SPO 0.4 showing more
robust behavior than SPO 0.3, and SPO+ in turn much more robust behavior than
SPO 0.4.

15.6 Interactive Exploration of Parameter Space
The automated methods discussed so far in this chapter can be very effective when
it is possible to perform a relatively large number of evaluations of the given target algorithm to be optimized. However, there are cases in which target algorithm
evaluations are overwhelmingly costly compared to the overall computational resources and time available for the parameter optimization process. Real-world applications of this nature can be found in the optimization of engineering designs
in the aerospace and automotive industry (Alexandrov et al. 2001), in hydrological
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applications (Mayer et al. 2002), and in climate modeling. In those examples, the
algorithms to be optimized control or model the behavior of complex systems, and
evaluating their performance for a single parameter conﬁguration can take hundreds
of CPU hours. In such cases, the number of parameter conﬁgurations that can be
evaluated is severely limited, and approaches that achieve good results based on a
small number of evaluations are required. In the following, we explore an interactive
approach for model-based parameter optimization that utilizes human judgment and
insight in conjunction with statistical methods.

15.6.1 Using SPOT Interactively
The sequential parameter optimization toolbox (SPOT) was developed to improve
the performance of algorithms and to gain insight into their working mechanisms
(Beielstein 2003). When using SPOT interactively, the experimenter makes use of
the statistical analysis techniques supported by the toolbox to sequentially select
new settings for the given target algorithm. The general ﬂow of the interactive sequential parameter optimization process is illustrated in Fig. 14.2 on page 346. We
will illustrate this interactive approach by means of a case study, in which we focus
primarily on the performance of CMA-ES on the Rastrigin function. This function
was chosen because the previously studied, fully-automated SPO procedures SPO
0.3 and SPO 0.4 performed relatively poorly compared to SPO+ (see, e.g., Fig. 15.1).
The interactive approach might shed some light on this poor performance, since it
provides tools for understanding the structure of the search space (ROI) and the
determination of factor effects. Later, we also report results for CMA-ES on the
other three classical test problems from global optimization introduced in Sect. 15.2
(Sphere, Griewangk, and Ackley). We note that, while in principle, the interactive
approach can be applied to the optimization of any objective function, the linear
regression models used in the following ﬁt arithmetic mean performance. Further,
although experimenters working in the context of real-world performance optimization tasks often rely upon prior knowledge about the target algorithm, here we assume, for the sake of generality, that no prior knowledge is available regarding important parameters, optimal experimental designs or regression models (predictors)
for the target algorithm. We do, however, assume some general knowledge about
reasonable ranges for parameters of evolutionary strategies, such as CMA-ES.

15.6.1.1 Pre-experimental Planning
In the pre-experimental planning phase, we have to select an initial design, a predictor, and a quality measure. Our goal is to improve CMA-ES, which requires the
speciﬁcation of the four parameters NPARENTS, NU, CS, and DAMPS. As a
rule of thumb, we assert that the experimenter should not invest more than about
a quarter of the available budget (here the number of CMA-ES runs) in the ﬁrst
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design.8 In most circumstances, it is unwise to plan too comprehensive a design at
this outset (Box et al. 1978).
In light of our goal of keeping the number of conﬁgurations to be evaluated relatively small, we have chosen a Box–Behnken design as the initial design (Box and
Behnken 1960, Pukelsheim 1993). Box–Behnken designs are central composite designs that augment 2k designs with center points (see also the discussion of designs in Chap. 3 of this book). Box–Behnken designs can be used to calibrate full
quadratic models; furthermore, they are rotatable and, when the number of factors
is four or fewer, require fewer runs than central composite designs. (Chapts. 2 and 3
in this book discuss further design considerations.) Box–Behnken designs avoid the
corners of the region of interest and allow experimenters to work around extreme
factor combinations. This is especially important for the optimization of CMA-ES,
because large NPARENTS and large NU values at the same time are expected to
produce poor results. The four-factor Box–Behnken design used in the ﬁrst step of
our analysis requires 27 runs (Pukelsheim 1993).
We now discuss how the region of interest (ROI) was determined for our experiments. We note that this determination of the ROI settings is an integral part of
the interactive approach and more elaborate than in the previously discussed automated approach. Imagine that a single run of CMA-ES has a budget of t = 10, 000
function evaluations. (Note that here we discuss the number of function evaluations performed by every CMA-ES run, not the number of CMA-ES parameter settings that can be evaluated by the experimenter.) As a rule of thumb, the
smallest number of generations for evolutionary algorithms that use some steplength adaptation is g = 10. This gives an upper limit for the population size of
N P AREN T S × N U = 1, 000, so N P AREN T S max = 100 and N U max = 10
are reasonable values. The lower bounds of the region of interest for these two variables was chosen as N P AREN T S min = 2 and N U min = 2. Since no information
about reasonable settings for CS and DAMPS is known, we have chosen the maximum interval length, i.e., CS ∈ [0.1; 1] and DAM P S ∈ [0.25; 0.99]. In general,
we recommend liberally-chosen intervals in the absence of prior knowledge justifying tighter bounds.

15.6.1.2 Prediction Model
First, we consider a linear model without interactions. We apply a logarithmic transformation because it improves the ﬁt. The transformation is motivated by model di8

Note, however, that there are exceptions to this rule. For example, Bartz-Beielstein and Preuss
(2006) state:
The experimental analysis clearly demonstrated that the determination of a suitable initial design is of crucial importance for the second phase, which performs a local tuning.
To play safe, we recommend increasing the number of initial design points. The number
of sequential optimization steps could be reduced in many situations without a signiﬁcant
performance loss.
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agnostics, e.g., residuals plotted versus predicted values and histogram plots of the
data. Our regression modeling is based on coded variables, i.e., {−1, 0, +1}, rather
than on the natural variables of the target algorithm. For example, consider a region of interest for some variable in the range from one to ten. The coded variables
{−1, 0, +1} correspond to the natural variables {1, 5.5, 10}. (Transformations and
standardizations are discussed in Chaps. 2 and 3 of this book. See also Kleijnen
(2008, p.30-31).) The linear regression model is given by
yi = β0 + β1 x1 + β2 x2 + β3 x3 + β4 x4 + ,
where the xi ’s are explanatory variables (or predictors) representing NPARENTS,
NU, CS, and DAMPS, and the βi ’s can be estimated using the method of least
squares. Further details are presented in the Appendix to this book. Here, y denotes
the function value produced by the run of the target algorithm (CMA-ES). The
ﬁtted least squares equation we obtained based on data from the ﬁrst 27 runs was
ŷ = 3.8 + 0.93x1 + 1.37x2 − 1.84x3 + 0.39x4 .
In addition, we also performed visual inspections, e.g., on the basis of addedvariable plots (see also Chap. 14). Box and Draper (1987) mention some elementary
checks for interaction and curvature. For example, a comparison of the average yc
at the center of the design with the average of the remaining points of the Box–
Behnken design y−c gives a measure of the overall curvature of the response surface.
15.6.1.3 Model Selection
Next, we check whether interaction terms should be included into the model. This
is done by increasing model complexity in a stepwise manner. R’s stepAIC()
function is used for performing model searches by the Akaike information criterion
(AIC) (Venables and Ripley 2002). Here, smaller AIC values are better. The function stepAIC() can be used for an automated stepwise selection procedure. It requires a ﬁtted model to deﬁne the starting process and a list of two formulae deﬁning
the most complex and the simplest models. We have chosen the linear model with
two-factor interactions as the most complex model, and the model which includes
the four main factors only as the simplest model. The automated search leads to
a model which, in addition to the four main factors, includes interactions between
NPARENTS and NU, DAMPS and CS, and NU and CS. Figure 15.12 shows the
output from this analysis. We note that it is easy to be misled by this automated
model search, and experience shows that different variables could be selected if the
stepAIC() procedure were repeated on a new, similar data set (Dalgaard 2002).
In many cases, the decision between models cannot be based on the data alone,
but should take into consideration results from previous investigations or theoretical
considerations. Therefore, it is recommended that users carefully evaluate results
obtained by the stepAIC() procedure.
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Stepwise Model Path
Analysis of Deviance Table
Initial Model:
Y ~ NPARENTS + NU + DAMPS + CS
Final Model:
Y ~ NPARENTS + NU + DAMPS + CS + NPARENTS:NU + DAMPS:CS +
NU:CS
Step Df Deviance Resid. Df Resid. Dev
AIC
1
22
57.95982 30.62566
2 + NPARENTS:NU 1 7.082627
21
50.87720 29.10660
3 + CS:DAMPS 1 5.881372
20
44.99582 27.78979
4
+ NU:CS 1 4.350343
19
40.64548 27.04437
Fig. 15.12: Output from R’s stepAIC() procedure

In the second step of the model selection process, we analyze the enhanced
model from the point of view of regression-based signiﬁcance. Here, we apply
R’s dropterm() function to the ﬁnal model from the stepAIC() procedure.
Venables and Ripley (2002) note that selecting the terms on the basis of the
stepAIC() criterion can be somewhat permissive in its choice of terms. We also
observed this in our own analysis (Fig. 15.13).

Call: lm(formula = Y ~ NPARENTS + NU + DAMPS + CS + NPARENTS:NU,
data = df0012normlogy)
Residuals:
Min
1Q
Median
3Q
Max
-3.79993 -0.79931 0.02917 1.04553 2.12640
Coefficients:
Estimate Std. Error t value Pr(>|t|)
(Intercept)
3.8001
0.2996 12.686 2.59e-11 ***
NPARENTS
0.9279
0.4493
2.065 0.051483 .
NU
1.3686
0.4493
3.046 0.006142 **
DAMPS
-1.8354
0.4493 -4.085 0.000531 ***
CS
0.3886
0.4493
0.865 0.396912
NPARENTS:NU
1.3307
0.7783
1.710 0.102040
--Residual standard error: 1.557 on 21 degrees of freedom
Multiple R-squared: 0.6175,
Adjusted R-squared: 0.5264
F-statistic: 6.78 on 5 and 21 DF, $p$-value: 0.0006601
Fig. 15.13: Result from R’s dropterm() analysis. Starting point for this analysis is the model
proposed by the stepwise selection method stepAIC()

We observe that the regression coefﬁcients for NPARENTS, NU, and DAMPS
are large relative to their standard errors. Based on the conventional signiﬁcance
level from the regression analysis, i.e., P r(> |t|), we conclude that the model Y
∼ NPARENTS + NU + DAMPS should be used for the steepest descent. Predic-
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tions of this model are illustrated in Fig. 15.14. The contour lines can be tentatively
accepted as a rough estimate of the underlying response function over the region
of interest explored so far. (Further details of the model selection based on the tstatistics are discussed on p. 431 of the Appendix to this book.)
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15.6.1.4 Steepest Descent
We proceed with the steepest descent based on the model Y ∼ NPARENTS + NU
+ DAMPS + CS (note that we included factor CS; although this factor was not
judged to have a signiﬁcant impact by the regression model, including it also did
not require any additional effort). The procedure of steepest descent is performed
as described on p. 354 in Chap. 14. Again, as the largest step width we recommend
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the value that leads to the border of the ROI. Here, we obtained a step width of
δx4 = 0.036 in the natural variables for DAMPS, leading to 11 design points until
we hit the border of the ROI (DAMPS reaches its maximal value 0.99). Data from
the steepest descent experiments are shown in Table 15.7. A graph of these results to
determine the new region of interest following the direction of the steepest descent
is shown in Fig. 15.15.
Table 15.7: Steepest descent experiment
Y
39.29
24.31
18.63
13.49
27.61
2.00
0.01
0.00
1.99
0.99
1.99

NPARENTS
51
49
46
44
41
39
36
34
31
29
26

NU
6.00
5.70
5.40
5.11
4.81
4.51
4.21
3.91
3.61
3.32
3.02

TCCS
0.55
0.54
0.53
0.52
0.51
0.50
0.49
0.48
0.47
0.46
0.45
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Fig. 15.15: Left: Function values f (x) (Rastrigin) versus steps along the path of the steepest descent. Indices denote the eleven steps from the steepest descent. Note that these values are based
on one repeat only, so variation in the data, e.g., the peak (index 5), is not surprising. These data
were used during the interactive approach. Right: Boxplots showing the variance of the data used
for the steepest descent. Same situation as on the left, but 100 repeats of each CMA-ES conﬁguration. These experiments were performed after the CMA-ES tuning was ﬁnished. Information
from these runs was not used to determine the tuned CMA-ES parameter set
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These settings are used for additional runs of CMA-ES. Figure 15.15 plots the
yield at each step along the path of the steepest descent. Based on visual inspection
of the yields in Fig. 15.15, the new central point was determined to be the eighth
point of the steepest descent since no signiﬁcant decrease occurred during steps nine
through eleven. Furthermore, this new central point leaves some space for variation
of the DAMPS values, say, in the interval [0.8, 0.99].

15.6.1.5 Second Model and Steepest Descent
Based on the best value obtained with the steepest descent, we build a new model
with center point
xc = [N P AREN T S, N U , CS, DAM P S] = [34, 3.91, 0.48, 0.88].
The speciﬁcation of the new region of interest requires user knowledge. The new
center point was determined by interpreting graphical results based on the steepest descent. Next, we have to determine a new region around xc . Sometimes, especially when a classical factorial design is used during the ﬁrst step, it can be
useful to increase the region of interest at this stage. However, we have chosen
a Box–Behnken design for the ﬁrst step and therefore have to decrease the region of interest. As a rule of thumb, to be reconsidered on a case-by-case basis,
we use at least ± 1/5th of the values at the new central point. For example, if
the value of the new population size NPARENTS is 50, we deﬁne a new region
of interest for this values as the interval [40, 60]. Here, the new region of interest
reads as follows: N P AREN T S ∈ [24, 44], N U ∈ [3, 5], CS ∈ [0.4, 0.6], and
DAM P S ∈ [0.8, 0.99].
Again, a Box–Behnken design with 27 points is used to set up a regression model
to determine the path of the steepest descent. Steps along this path are performed
until no improvement is obtained. Note that ﬁve repeats are used now (previous
experiments used only one repeat). The path among the steepest descents consists
of 14 steps. Thus, 70 experiments are performed. The ﬁnal conﬁguration reads
[N P AREN T S, N U , CS, DAM P S] = [34, 3, 0.43, 0.98].

15.6.1.6 Final Exploration
Finally, we use graphical tools to get an overview of the experimental region used in
our experiments. Figure 15.16 displays a ﬁt of the response surface which is based
on the complete data set. A local regression model based on R’s loess() function
is ﬁtted to the data.
Altogether 135 (= 27 + 11 + 27 + 70) runs of CMA-ES were used. The experiments were performed on a 2.3 GHz Pentium 4 with 4 GB RAM running MATLAB Version 7.6 on a Linux system. The SPOT runs for the interactive exploration
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Fig. 15.16: Contour plot based on the complete data set (CMAES-Rastrigin with 135 function
evaluations). Smaller values are better. Better conﬁgurations are placed in the lower right corner
of the panels. The factor which has the smallest effect, CS, is held constant. NU is plotted versus
DAMPS, while values of the factor with the second smallest effect, namely NPARENTS (np),
are varied with the slider on top of each panel

required 39 seconds. Writing the reports and setting up the R scripts for the interactive exploration took approximately one hour. Our experience from working
on real-world problems indicates that one working day is necessary to perform the
complete SPOT process if applied to a new simulation or optimization algorithm.
This includes discussions with domain experts to deﬁne performance criteria and
the speciﬁcation and implementation of SPOT interfaces. Substantially more time
might be required in cases where target algorithm runs are very costly.

15.6.2 Further Interactive Tuning Results
We also applied our interactive tuning approach to the other three CMA-ES scenarios introduced in Sect. 15.2. Here we brieﬂy summarize the results.
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15.6.2.1 Interactive Tuning of CMA-ES on the Sphere Function
Our experiments with CMA-ES on the Sphere function used a different setup (i.e.,
different values of starting point, dimension, and number of function evaluations);
see Table 15.2. However, regarding the region of interest, the same initial settings as
reported in Sect. 15.6.1.1 were used. Again, a Box–Behnken design was generated,
and 27 runs of CMA-ES were performed. Based on the results from these runs, the
following regression model was ﬁtted:
ŷ = 2.13 + 9.25x1 + 1.13x2 + 0.003x3 − 0.74x4 .
The regression analysis revealed that the value for NPARENTS should be decreased. The regression model as described in Sect. 15.6.1.2 and its reﬁnement by
steepest descent produced
[N P AREN T S, N U , CS, DAM P S] = [2.0, 3.5, 0.6, 0.9].
Note the drastic change in the NPARENTS values, whereas other predictors are
only slightly modiﬁed. Here, following the direction of the steepest descent resulted
in a signiﬁcant improvement of CMA-ES’s performance. The function value could
be reduced from 7132 to 1.40 × 10−5 , and—in a repeat of the steepest descent—
from 5862 to 1.27 × 10−6 . Since we reached a region with small function values
and relatively little variation, we decided to stop the procedure at this stage and
perform a visual inspection based on contour plots (see Fig. 15.17). This required
no additional function evaluations.
The ﬁnal conﬁguration for the sphere function reads
[N P AREN T S, N U , CS, DAM P S] = [2.0, 3.5, 0.6, 0.9].
Altogether 49 (= 27 + 2 × 11) runs of CMA-ES were used to produce this result.

15.6.2.2 Interactive Tuning of CMA-ES on the Ackley Function
The same initial settings as reported in Sect. 15.6.1.1 were used for the interactive
tuning of the Ackley function. Again, we generated a Box–Behnken design and
performed 27 runs of CMA-ES. Based on the results from these runs, the following
regression model was obtained (through ﬁtting, as previously described):
ŷ = 1.75 + 0.88x2 + 0.21x3 − 0.61x4 .
Compared to the ﬁt of the functions considered so far, where the regression model
showed p-values smaller than 0.01 (e.g., a value of 0.0008 in the ﬁrst regression
model), the ﬁt of the regression model was relatively poor (p-value 0.2). This behavior can be explained as follows. Running CMA-ES on Ackley’s function with
parameters from the initial ROI produces many outliers which disturb the model-
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ing process. CMA-ES generates good (< 5) and bad (> 15) solutions with the
same parameter setting. The SPOT tuning procedure applied in this study is based
on mean values. Figure 15.17 illustrates difﬁculties arising from this situation. The
RSM is based on mean values and produces unhelpful gradient information. There
is a relatively large gap between good and bad solutions. Note that the mean lies
exactly in this gap, so it represents a value that is never realized. We believe that
in this case tuning mean performance might not yield the most meaningful results.
Instead, one could use the trimmed distribution; this will be subject of forthcoming
studies.
We nevertheless present results from the interactive approach to complete our
study. A contour plot of the predicted function values of the CMA-ES for parameter
values from the region of interest used in the interactive tuning study of the Ackley
function is shown in Fig. 15.18. The ﬁnal conﬁguration reads
[N P AREN T S, N U , CS, DAM P S] = [2, 2, 0.11, 0.55].
As in the case of the Sphere function, 27 initial runs were performed, followed by
the evaluations on the path of the steepest descent (2× 11). To obtain more insight,
we performed three additional runs during the steepest descent (3 × 11). Therefore,
a total of 82 runs (= 27 + 2×11 + 3 × 11) was used in this experiment.

15.6.2.3 Interactive Tuning of CMA-ES on the Griewangk Function
The same initial settings as reported in Sect. 15.6.1.1 was used. Again, a Box–
Behnken design was generated, and 27 runs of CMA-ES were performed. Based
on the results from these runs, the following regression model was ﬁtted:
ŷ = −5.65 + 0.61x1 + 9.07x2 − 1.12x3 − 4.30x4 .
A steepest descent (with two repeats) based on this ﬁrst regression model led directly
to an improved CMA-ES conﬁguration. To validate the improvement following
the path of the steepest descent, we repeated the corresponding runs twice. The
improved conﬁguration reads
[N P AREN T S, N U , CS, DAM P S] = [48, 2, 0.61, 0.80].
Since 49 = 27 + (11 × 2) runs of CMA-ES already resulted in an improved conﬁguration, we used 20 additional CMA-ES runs to obtain an overview of the region of
interest, scanning this region based on Latin hypercube sampling. The corresponding contour plot is shown in Fig. 15.18. As for the Sphere function, 27 initial runs
were performed, followed by the evaluations on the path of the steepest descent (2×
11). Therefore, a total of 69 runs (27 + 2×11 + 20) was used in this experiment.
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Fig. 15.18: Top: Contour plots based on the complete data set (CMA-ES Ackley based on 82
function evaluations). Smaller values are better. Better conﬁgurations are placed in the lower area
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Table 15.8: Performance comparison of the parameter settings found by our automatic and interactive approaches. We give median and mean of solution costs c1000 across the 25 repetitions of
SPO+ . For each function, we also give the number of target algorithm runs, K , used in the interactive approach and the resulting solution cost, cK , as well as the quantile corresponding to this
value in the empirical distribution of SPO+ results (e.g., 56% means that 14 of 25 SPO+ runs
yielded better results)
Test
case
Sphere [×10−7 ]
Ackley
Griewangk [×10−4 ]
Rastrigin

25 repetitions of SPO+
median mean ± stddev
4.16
7.97
1.73
2.50

5.55 ± 5.15
8.48 ± 2.61
2.66 ± 2.53
2.62 ± 0.51

K
49
82
69
135

Interactive approach
sol. cost quantile of SPO+ dist.
4.65
56%
12.25
96%
2.22
56%
2.82
68%

15.6.3 Comparison of Solutions Found Automatically and
Interactively
Next, we evaluate how the interactively found parameter settings compare to the
automatically found ones in terms of CMA-ES performance achieved. Table 15.8
compares the performance of the manually identiﬁed parameter settings against the
distribution of performance achieved across 25 runs of SPO+ . In all test cases, the
median-best SPO+ run achieved better performance than the manual procedure; between 56% (14/25) and 96% (24/25) of the automatically found parameter settings
performed better than the one identiﬁed manually. However, recall that the manual
process used many function evaluations less than the automatic procedure. Nevertheless, on two test cases, the manually identiﬁed parameter settings performed better than the automatically found settings do on average. We also provide boxplots for
the performance of the interactively found settings in Fig. 15.8; their performance
is comparable to the one of the automatically found settings.
We conclude that often a manually executed classical regression analysis can
yield well-performing parameter settings using a very limited number of runs of
the target algorithm. The exception in our experiments was test case CMA-ESAckley. For this test case, we observed a pronounced multimodal distribution during
the interactive tuning; we hypothesize that this caused problems for the classical
regression analysis. Although the distributions for test cases CMA-ES-Rastrigin
and CMA-ES-Griewangk were also multimodal, the poor runs were much rarer in
these test cases and rather played the role of outliers. (In the boxplots of Fig. 15.8 on
page 389, the poor runs in test cases CMA-ES-Rastrigin and CMA-ES-Griewangk
were indeed marked as outliers, while the multimodal distributions for CMA-ESAckley were not seen as caused by outliers).
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15.6.4 Discussion of the Interactive Approach
Similar to microscopes in biology, SPOT can be used as a “datascope” to gain insight into algorithm behavior, by revealing factor effects and their importance to the
experimenter. Such insights can not only be used to guide the interactive parameter
optimization process, but also be of intrinsic value to the developer or end user of a
target algorithm.
The classical response surface methodology (as discussed in Chap. 15 of Box
et al. (1978)) underlying our interactive approach was developed not only for ﬁnding
parameter settings that achieve improved performance, but also to provide insights
into how the performance of a target algorithm is affected by parameter changes.
This latter question is related to the analysis of the response surface in the region of
interest, and contour plots as shown in Fig. 15.16 are useful tools to answer it.
In particular, from the results reported earlier in this section, we can conclude
that CMA-ES performs robustly on the test functions we studied in the sense that
its mean performance (e.g., as summarized by contour plots) varies only moderately
with changes in the parameters. We furthermore observed that large DAMPS values
and smaller NU values resulted in better CMA-ES performance, while the effect of
CS was rather marginal. Finally, small population sizes improved CMA-ES’s performance on the Sphere function, corresponding nicely with theoretical results for
evolution strategies (Schwefel 1995, Beyer 2001). These statements can be understood as hypotheses derived from our experimental results, and each of them could
be further studied by additional experiments, e.g., as described on p. 34 in Chap. 2
of this book.
In our case study illustrating the interactive approach, we used classical regression models, because these models can be interpreted quite easily; features of the
response surface can be seen directly from the regression equation Y = Xβ. This
is not the case for more sophisticated prediction models, such as neural networks or
Gaussian process models. Furthermore, as demonstrated here in the case of CMAES, it is possible to obtain competitive results using such simple models. Nevertheless, in principle, more complex regression models could be used in the context of
the interactive sequential parameter optimization approach. Furthermore, we note
that observations and hypotheses regarding the dependence of a given target algorithm’s performance on its parameter settings could also be obtained by analyzing
more complex models, including the Gaussian process models constructed by the
previously discussed, automatic sequential parameter optimization procedures.
Clearly, the interactive approach makes it easy to use results from early stages of
the sequential parameter optimization process to effectively guide decisions made
at later stages. For example, looking back at the initial stages of the process, the
experimenter can detect that the set of variables studied at this stage was chosen
poorly, or that inappropriate ranges were chosen for certain variables. Box et al.
(1978) state: “It is rather like looking at an old movie of a swimmer, who can now
do back ﬂips from a high diving board, when he was a young child making his
ﬁrst feeble attempts to keep his head above water. [. . .] The investigator must learn
from the swimmer, who was prepared to begin by putting his foot in the water and
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was not afraid of getting wet.” We note that the models used in early stages of the
automated procedures discussed earlier in this chapter also provide guidance to later
stages of the process. However, the interactive process leaves room for expert human
judgment, which can often be more effective in terms of the improvement achieved
based on a small number of target algorithm runs.
The human expertise required to use the interactive approach successfully can be
seen as a drawback compared to fully automated approaches. However, by providing dedicated support for the various operations that need to be carried out in this
context, SPOT eases the burden on the experimenter and lowers the barrier to using
the interactive approach effectively.

15.7 Conclusions and Future Work
In this work, we experimentally investigated model-based approaches for optimizing the performance of parametrized, randomized algorithms. First, we restricted
our attention to procedures based on GP models, the most popular family of models
for this problem. We evaluated two approaches from the literature, and found that
“out-of-the-box” sequential parameter optimization (SPO) offered more robust performance than the sequential Kriging optimization (SKO) approach. However, when
a log-transformation was used, SKO performed competitively. We then investigated
key design decisions within the SPO paradigm: the initial design; whether to ﬁt
models to raw or log-transformed data; the expected improvement criterion; and the
intensiﬁcation criterion. Of these four, the log transformation and the intensiﬁcation
criterion substantially affected performance. Based on our ﬁndings, we proposed a
new version of SPO, dubbed SPO+ , which yielded substantially better performance
than SPO for optimizing the solution quality of CMA-ES (Hansen and Ostermeier
1996, Hansen and Kern 2004) on a number of test functions, as well as the runtime
of SAPS (Hutter et al. 2002) on a SAT instance. In this latter domain, for which
performance results for other (model-free) parameter optimization approaches are
available, we demonstrated that SPO+ achieved state-of-the-art performance.
We then contrasted this automated tuning approach with an interactive approach
based on classical linear regression models. The interactive approach yielded wellperforming parameter settings based on very few function evaluations, and also
provided the basis for interesting hypotheses about CMA-ES’s performance under different parameter settings. The interactive approach is particularly suitable in
situations where the evaluation of individual conﬁgurations is computationally very
expensive and therefore the overall number of parameter conﬁgurations evaluated
has to be kept as low as possible.
In the future, we plan to extend our work to deal with optimization of runtime
across a set of instances, along the lines of the approach of Williams et al. (2000).
We also plan to compare other types of models, such as random forests (Breiman
2001), to the Gaussian process approach. SPOT and the interactive approach already support the optimization of categorical parameters using tree-based regression
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models (Chap. 14). We further plan to develop automated methods for the sequential
optimization of categorical variables.
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Appendix
We show that for a random variable X distributed according to a Gaussian distribution N (μ, σ 2 ), it is the case that E[max(fmin − exp(X), 0)] = fmin Φ(v) −
1 2
)−μ
. We denote the probability density funce 2 σ +μ × Φ(v − σ), where v = ln(fmin
σ
tion and cumulative distribution function of a standard normal distribution as ϕ and
Φ, respectively.
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